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Abstract and contributions

Interval Constraint Satisfaction Problems (ICSPs) are fundamental for rigorous verifica-
tion of safety-critical systems and validated computation, as they provide mathematically
sound enclosures of variable domains in the presence of nonlinearities and numerical un-
certainty. However, ICSP solving is computationally intensive and traditionally relies on
CPU-centric solvers that are hard to scale toward modern massively parallel computing.
This dissertation addresses the acceleration of ICSP solving by bridging interval methods
with modern machine-learning (ML) computation stacks, with the goal of turning verified
interval computation into a compiler-optimized, high-throughput workload.

Building upon a our original abstraction model, we decompose the solving pipeline into
four levels: (LO) outward-rounded interval arithmetic, (L1) interval expression evaluation,
(L2) contractor-based constraint propagation, and (L3) branch-and-prune search. The
core contribution is an implementation and performance study of Levels 0—1 in Tensor-
Flow, emphasizing computational graphs and XLA compilation. We realize IEEE-1788-
style outward rounding within TensorFlow and evaluate three implementation strategies:
a native two-tensor encoding, a structured composite design, and custom C+-+ kernels. To
reflect solver behavior, we introduce a reproducible benchmarking methodology based on
large generated expression graphs and quantify throughput and stability across execution
modes.

The results confirm that graph-based execution and compilation are key enablers for
high-throughput interval computation. Among the evaluated strategies, the native two-
tensor encoding provides the strongest performance—engineering trade-off and can out-
perform established eager baselines by orders of magnitude on expression-graph work-
loads. Composite implementations are generally limited by tracing and object-level over-
head, whereas custom C/C++ kernels provide an additional performance lever via fused,
purpose-built operators at the cost of higher integration effort. The experimental evalu-
ation is conducted on a widely available backend to ensure controlled, reproducible com-
parisons; importantly, the proposed design maps interval algorithms to tensor operations
and compilation pathways that are inherently compatible with heterogeneous accelerators
offered by machine-learning stacks.
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Building on the validated LO-L1 foundation, we extend the architecture to the upper
layers and propose a concrete, testable design for ML-backed propagation and search. The
approach separates a flexible host-level control plane from a compiled, shape-stable data
plane that processes fixed-size batches of boxes using masks, divergence-aware bucketing,
and soundness guardrails. Derivative-heavy contractors are integrated via automatic dif-
ferentiation as cached compiled graphs.

Finally, we outline a portability roadmap based on StableHLO with multi-backend
execution (e.g., XLA and IREE). This positions verified interval computation on machine-
learning infrastructure as a practical pathway toward next-generation parallel ICSP solvers.

Keywords:

interval constraint satisfaction problem, verified numerics, interval arithmetic, outward
rounding, interval expression evaluation, contractor propagation, branch-and-prune, tensor
batching, computational graphs, TensorFlow, XLA compilation, automatic differentiation,
StableHLO, IREE, hardware acceleration, parallelization.
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Abstrakt

Intervalové tlohy splnitelnosti omezeni (ICSP) jsou klicové pro rigordézni verifikaci bezpecnostné
kritickych systému a pro validované vypocty, protoze poskytuji matematicky korektni
obdlky domén proménnych i v pFitomnosti nelinearit a numerické nejistoty. Reseni ICSP

je vSak vypocetné ndarocné a tradicné se opird o prevazné CPU-orientované tesice, které
obtizné skaluji na modernich masivné paralelnich vypocetnich prostiedcich. Tato dizer-
tace se zabyva akceleraci feseni ICSP propojenim intervalovych metod s moderni vypocetni
infrastrukturou pro strojové uceni s cilem promeénit spolehlivé intervalové vypocty na kom-
pilatorem optimalizované tlohy s vysokym vykonem a propustnosti.

Na zakladé naseho vlastniho abstrakéniho modelu jsme rozlozili proces feseni ICSP
do ¢tyr urovni: (LO) intervalovd aritmetika s outward rounding, (L1) vyhodnocovéni
intervalovych vyrazu, (L2) propagace omezeni na béazi kontraktoru a (L3) prohleddvani
stavového prostoru metodou branch-and-prune. Hlavnim piinosem je pak implementace a
vykonové studie trovni LO-L1 v TensorFlow se zaméfenim na vypocetni grafy a kompilaci
pomoci XLA. V TensorFlow jsme realizovali outward rounding ve stylu IEEE-1788 a porov-
nali tTi implementacni strategie: nativni dvoutenzorové kédovani, strukturovany objektovy
navrh a vlastni (custom) C/C++ kernely. Aby benchmarky odpovidaly chovani fesicu,
zavedli jsme reprodukovatelnou metodiku zalozenou na generovanych vyrazovych stromech
velkého rozsahu a méreni propustnosti i stability napfi¢ vSemi vypocetnimi rezimy.

Vysledky potvrdily, ze vypocetni grafy a jejich kompilace jsou klicovymi predpoklady
pro vysoce propustné intervalové vypocty. Z hodnocenych strategii nabizi nativni dvoutenorové
kédovani nejlepsi kompromis mezi vykonem a inzenyrskou narocnosti a na ilohach zalozenych
na velkych stromech vyrazu muze prekonat zavedené eager teSice az o nékolik radu. Objek-
tova implementace je obecné limitovana rezii trasovani a samotnym objektovym runtime,
zatimco vlastni kernely v C/C++ poskytuji vysoky vykon, ovéem za cenu vyssi integracni
narocnosti. Experimentalni vyhodnoceni bylo provedeno na Siroce dostupném backendu
kvuli zajisténi kontrolovanych a reprodukovatelnych srovnani. Podstatnym vysledkem je,
Ze navrzeny postup umoznuje mapovat intervalové algoritmy na tenzorové operace a kom-
pilované vypocetni grafy, které jsou principidlné kompatibilni s heterogennimi akceleratory
dostupnymi pro strojové uceni.



Na ovéreném zékladu LO-L1 jsme déle rozsitili architekturu smérem k vyssim vrstvam a
navrhli konkrétni, testovatelny design pro propagaci kontraktoru a prohledavéani stavového
prostoru pomoci infrastruktury pro strojové uceni. Ptistup oddéluje flexibilni fidici vrstvu
(control plane) na tdrovni hostitele od kompilované, tvarové stabilni datové vrstvy (data
plane), kterd zpracovava fixni davky boxu pomoci masek, shlukovéni s ohledem na di-
vergenci a zaroven dodrzuje postupy pro zachovani spolehlivosti vypoc¢tu. Kontraktory
s narocnou derivaci mohou vyuzivat vykonnou automatickou diferenciaci dostupnou pro
strojové uceni i jako cachované kompilované grafy.

V zavéru je nastinén dalsi postup smérem k prenositelnosti zalozeny na otevieném
standardu StableHLO, ktery umozni vyuzivat rizné podkladové kompilatory (napt. XLA a
IREE). To vSe otevira cestu nejen ke spolehlivym intervalovym vypoc¢tim na infrastruktufe
strojového uceni, ale hlavné k nové generaci paralelnich ICSP fesicu.

Keywords:

intervalové tlohy splnitelnosti omezeni, ovérené numerické vypocty, intervalova arit-
metika, outward rounding, vyhodnocovani intervalovych vyrazi, propagace omezeni po-
moci kontraktort, branch-and-prune, davkovani tenzoru, vypocetni grafy, TensorFlow,
kompilace XLA, automaticka diferenciace, StableHLO, IREE, hardwarova akcelerace, par-
alelizace.
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CHAPTER

Introduction

Modern engineering systems increasingly combine software, electronics, and physical pro-
cesses into tightly integrated cyber-physical systems. In many such systems, correctness is
not only a matter of functional behavior but also of safety, reliability, and predictable inter-
action with the environment. As complexity grows, simulation becomes a dominant instru-
ment for design-space exploration, debugging, and validation. Yet simulation alone rarely
provides mathematical guarantees: it can falsify a hypothesis by producing a counterex-
ample, but it typically cannot certify that no counterexample exists within a continuous
space of inputs and parameters.

In practice, industrial workflows often treat a simulator and its model as the primary
representation of the system under design, even if an original formal model (e.g., differ-
ential equations) exists. This shift creates a gap between what is simulated and what
is formally reasoned about: formal reasoning becomes entangled with simulator specifics,
numerical behavior, and tool limitations, rather than operating on a clean mathematical
abstraction. This phenomenon is discussed in the context of satisfiability-style reasoning
over simulations, where the simulator is difficult to exclude from the reasoning pipeline
because the simulation model becomes tool-dependent [A.1].

This dissertation is motivated by a concrete bottleneck that appears in such workflows:
rigorous propagation of constraints over continuous domains. When continuous constraints
are present—whether they originate from physical models, parameter estimation, or em-
bedded analog behavior—one must reason over sets (domains) of possible values, not just
point values. Once we demand guarantees, the problem naturally shifts toward validated
numerics: interval arithmetic, interval constraint propagation, and ultimately interval con-
straint satisfaction problems (interval CSPs or ICSPs). The central thesis explored here
is that the computational burden of these rigorous methods, historically viewed as an ob-
stacle to adoption, can be substantially mitigated by reusing modern machine-learning
infrastructure: computational graphs, compilation, kernel fusion, and heterogeneous back-
ends [1], [72, [5§].
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1.1 Motivation: why constraint propagation matters for
simulation-based verification

A practical entry point is provided by Satisfiability Modulo Simulation, where satisfiability-
style solvers are combined with simulation runs to evaluate parts of formulas that are
otherwise difficult to model symbolically. In this setting, the solver must decide which
simulation experiments to run, under which stimuli, and how to evaluate outcomes. Im-
portantly, the design of simulation experiments is not arbitrary: it depends on what the
solver can deduce before running the simulator.

In [A.1], experiment design is explicitly formulated as a constraint propagation prob-
lem. Variables are assigned domains, and these domains are iteratively reduced to become
consistent with the constraints induced by the formula and by already evaluated parts. The
key measurable outcome is the effective size of the remaining domains: if domains become
sufficiently small, exhaustive simulation over all combinations may become feasible; if not,
the solver must revert to heuristics and may lose completeness.

This framing leads to a practical conclusion: domain propagation is crucial because
resulting domain sizes dictate experiment design and, consequently, whether the overall
solver can be complete or must remain heuristic.

Put differently, in simulation-based satisfiability, the computational effort is not dom-
inated only by the simulator itself; it is often dominated by the solver’s ability to narrow
input domains and structure the experiment space.

Two implications are particularly relevant for this dissertation. First, rigorous propaga-
tion over continuous domains is a core capability needed for completeness and scalability.
Second, propagation exposes parallelism: when multiple experiments are required and de-
pendencies are limited, independent experiments can potentially run in parallel.

These observations connect simulation-based verification to the classical machinery of
interval constraint reasoning, where narrowing, splitting, and structured evaluation are the
main tools.

1.2 From domain propagation to interval CSP

Once variables live in continuous domains and we demand guarantees, a standard approach
is to represent uncertainty by intervals and to compute with outward-rounded enclosures.
Interval CSPs formalize this idea by treating variable domains as intervals (their Cartesian
products, called boxes) and iteratively narrowing them using constraints until either no
solution remains or the remaining boxes are sufficiently small to characterize the solution
set [64].

A useful way to understand the computational structure of interval CSP solvers is to
decompose the overall solving process into abstraction levels. A layered view is presented
in [A.2] and the doctoral study report [A.7]:
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o Level 3: search-space splitting (branch-and-prune) that manages a set of boxes,
splits undecided boxes, and collects solution candidates;

o Level 2: constraint propagation / interval narrowing using consistency algorithms
(e.g., BC* or HC* families), typically driven by a set of narrowing operators;

o Level 1: expression-processing primitives needed by narrowing algorithms—evaluation,
differentiation, and inversion—often implemented by traversing expression trees for-
ward and backward;

o Level 0: interval arithmetic itself, providing the basic enclosure-preserving opera-
tions used above.

This decomposition matters because it reveals repeated computational patterns and
highlights where acceleration can have a multiplicative effect. In particular, Levels 01 are
largely numerical and heavily reused by higher layers; accelerating them benefits propaga-
tion and search across many solver architectures. At the same time, interval arithmetic has
a well-known performance cost relative to floating-point computation (order-of-magnitude
overhead [A.7]), so efficient implementations are not optional but foundational.

1.3 Acceleration: from custom hardware to ML infras-
tructure

Historically, the response to the performance cost of validated numerics has often been
custom acceleration: specialized instructions, dedicated functional units, or reconfigurable
dataflow hardware. The doctoral report discusses this direction explicitly, highlighting
reconfigurable architectures such as FPGA/CGRA as attractive candidates because they
can adapt their dataflow organization to the processed instance, and it emphasizes that
mapping interval-CSP instances onto computational architectures is a central challenge
[A.7].

This dissertation pursues a different hypothesis: many of the hard engineering problems
that custom accelerators try to solve—efficient data-parallel execution, kernel fusion, device
placement, and scheduling across heterogeneous hardware—are already addressed at scale
by modern machine-learning frameworks. TensorFlow, in particular, offers both eager
execution and graph-based execution. In graph mode, computations are traced into a
static graph that can be optimized, parallelized, and compiled for CPUs, GPUs, or TPUs.

Furthermore, TensorFlow’s XLA compiler can fuse subgraphs and generate optimized
device-specific code, which is precisely the kind of capability that interval workloads can
benefit from when expressed as large expression trees or computation graphs.

The key idea is therefore not to redesign interval CSP algorithms from scratch, but to
re-express their numerical core (Levels 0-1, and later parts of Level 2) in a form that ML
infrastructure can optimize aggressively.
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This shift also aligns with a broader portability trend: StableHLO [75] provides a
stable, hardware-independent representation of computation graphs, and backends such
as XLA [74] or IREE [49] can execute these graphs across diverse platforms. In this
dissertation, portability is treated as a platform capability; the reported performance study
itself is CPU-only.

1.4 Problem statement and goals

Problem statement. The dissertation investigates whether ML computation stacks can
serve as a practical foundation for verified interval computation—efficient enough to be
used as a building block for interval constraint propagation and, ultimately, interval CSP
solving.

Concretely, the work asks:

1. Feasibility: Can interval arithmetic (with correct outward rounding semantics) be
implemented within TensorFlow in a way that integrates naturally with graph exe-
cution and compilation?

2. Performance: How do different implementation strategies (native tensor operations,
composite/object-based designs, custom C++ kernels) behave under expression-graph
workloads, and how do they compare to established interval frameworks?

3. Path to interval CSP: Given that propagation and search are built on repeated
use of Levels 0—1, what is a realistic roadmap from efficient interval arithmetic toward
scalable constraint propagation and solver-level parallelism on ML infrastructure?

Scope. The primary emphasis is on Levels 0-1, because they are prerequisites for any
serious attempt at high-performance propagation and solver construction. The disserta-
tion also outlines how the same infrastructure can support later extension toward Lev-
els 2-3, including graph-based portability via StableHLO and alternative runtimes (e.g.,
XLA/IREE). The architecture proposal for Levels 2-3 is design-oriented and formulated in
terms of testable hypotheses, rather than presented as a fully validated end-to-end solver.

1.5 Approach and evidence: TensorFlow interval arith-
metic as a foundation

The [A.3] study frames interval CSP as a domain where parallelism is desirable but un-
evenly supported across traditional libraries, and it motivates ML frameworks as a potential
advantage due to their built-in parallelism and hardware backends.

The same work demonstrates that interval arithmetic can be realized within TensorFlow
using multiple strategies, and it emphasizes the importance of graph execution (e.g., via
@tf.function [86]) for performance and fair comparison.
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A concise summary of the main empirical insight—also reflected in the [A.3]—is that
graph execution in TensorFlow enables scalable, IEEE-1788-compliant interval arithmetic,
with native implementations typically fastest, custom kernels competitive, and composite/object-
heavy approaches penalized by overhead; importantly, TensorFlow in graph mode can out-
perform a baseline eager configuration in classical frameworks by large margins and scale
comparably to optimized lazy approaches in some scenarios.

For the dissertation’s narrative, these results serve a specific role: they justify the
decision to treat ML infrastructure as a serious candidate for the numerical core of interval
CSP, rather than as an unconventional side experiment. They also motivate a roadmap in
which portability (StableHLO) and alternative execution backends (XLA/IREE) become
first-class tools for deploying verified numerics beyond a single framework.

1.6 Contributions

The dissertation’s main contributions are:

o The Layered Abstraction Model (LAM) and a LAM-guided design space.
We formalize a four-level decomposition (LO-L3) of interval CSP solving with ex-
plicit interface contracts and use it as a methodological scaffold to isolate correctness
boundaries, dominant computational patterns, and acceleration opportunities across
the solver stack.

o Verified interval arithmetic on TensorFlow (L0) across multiple engineer-
ing strategies. We realize IEEE-1788-style outward rounding on ML infrastruc-
ture and implement interval primitives using (i) a native two-tensor encoding, (ii)
a composite/object-oriented encoding, and (iii) custom kernels, making the sound-
ness/performance/engineering trade-offs explicit.

o Compiled interval expression evaluation (L1) with a reproducible bench-
marking methodology. We map interval expression workloads to TensorFlow
computation graphs and introduce a benchmark generator based on pseudo-random
computational graphs that reflect solver-style repeated evaluation. We empirically
quantify the effect of graph execution and compilation (XLA) and contextualize the
results using classical baselines (eager vs. compiled/lazy evaluation).

o An architecture proposal for ML-backed propagation and search (L2-L3).
We propose a concrete, testable system design that maps contractor-based propaga-
tion and branch-and-prune search to a batched, compiler-friendly execution model,
including a batched frontier data model, a control-plane/data-plane split, explicit
propagation update modes, and an AutoDiff-assisted pathway for derivative-driven
contractors, together with guardrails for shape stability and divergence management.

o A portability-oriented roadmap via StableHLO and multi-backend execu-
tion. We outline how verified interval computations can be represented and exported
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at the IR level (StableHLO) and executed across different compilation and runtime
backends (e.g., XLA/IREE), supporting longer-term reproducibility and deployment
flexibility beyond a single framework.

1.7 Structure of the dissertation

The remainder of the dissertation is organized as follows. Chapter 2 introduces the theoret-
ical foundations required for interval constraint satisfaction, including Branch-and-Prune
solving, interval arithmetic and enclosures, consistency notions, and the computational
representations (expression graphs) needed later for efficient execution. Chapter 3 surveys
related work across validated numerics, interval CSP solvers, and acceleration approaches,
and positions ML frameworks and their compiler stacks as candidate numerical backends.

Chapter 4 presents the methodological core of the dissertation: the Layered Abstraction
Model (LAM), which decomposes interval CSP solving into four levels (L0O-L3) and makes
the shared data model and interface contracts explicit. Chapter 5 then applies LAM as an
analysis tool to derive an acceleration design space: it identifies dominant computational
patterns and constraints at each level and clarifies where ML-style compilation and batching
are beneficial versus where control-driven irregularity dominates.

Chapter 6 instantiates the lower layers (LO-L1) into a concrete implementation and
empirical evaluation in TensorFlow, comparing alternative implementation strategies and
quantifying the impact of graph execution and compilation on interval expression through-
put, including baselines against an established interval backend. Chapter 7 extends this
validated foundation by proposing an architecture for Levels 2-3 (constraint propagation
and search) on ML infrastructure, focusing on batched execution, orchestration boundaries,
and evaluation hooks formulated as falsifiable hypotheses.

Finally, Chapter 8 summarizes the dissertation, restates its contributions, and outlines
directions for future work.

1.8 Origin of results and publications

The dissertation follows a consistent logical progression across the associated publications.
The simulation-based verification motivation and the role of domain propagation are de-
veloped in [A.1]. The abstraction-level view of interval CSP and acceleration opportunities
is articulated in [A.2] and consolidated in the doctoral study report [A.7]. The imple-
mentation strategies for interval arithmetic on ML infrastructure and the corresponding
benchmarking methodology are reported in [A.3]. These publications jointly underpin
the dissertation’s progression from motivation (simulation-based verification) through a
solver-level decomposition (LAM) to an implemented and empirically evaluated numerical
foundation (Levels 0-1), and finally to a design-oriented architecture proposal for scaling
toward Levels 2-3.



1.8. Origin of results and publications

In addition to the core thesis publications [A.1l, [A.2] [A.3], the dissertation is shaped by
the author’s earlier peer-reviewed work on GPU acceleration and exact/guaranteed numer-
ical computation [A.4, [A.5] [A.6], which established the performance-driven perspective on
rigorous numerics and informed key design decisions in the proposed L2-L3 architecture,
particularly the emphasis on batching, scheduling, and minimizing synchronization and
shape instability on accelerators.






CHAPTER 2

Theoretical Background

This chapter introduces the theoretical foundations required for the rest of the dissertation.
We first summarize interval constraint satisfaction problems and the canonical Branch-and-
Prune solving scheme, together with the role of interval arithmetic and sound enclosures.
We then discuss consistency notions and domain narrowing as the core mechanism of
pruning. Finally, we outline computational representations of constraints (expression trees
and computational graphs) and briefly introduce the execution and compilation concepts
of modern machine-learning frameworks that will later serve as numerical backends for

interval computations. Comparative evaluation of existing solvers and systems is deferred
to Chapter [3|

2.1 Interval Constraint Satisfaction Problems (ICSP)

2.1.1 CSP formulation and terminology

A constraint satisfaction problem (CSP) can be described as a triple P = (V, D, C'), where
V ={xy,...,x,} is aset of variables, D = {Dy, ..., D,} is a set of their domains, and C' =
{c1,..., e} is aset of constraints defined over subsets of V' [28,3]. In the classical (discrete)
setting, each domain D; is a finite set (e.g., integers, symbols), and each constraint restricts
which combinations of values are allowed.

A (complete) solution is an assignment o : V' — [[. D; such that all constraints are
satisfied, i.e., ¢j(0) = true for every ¢; € C. In practice, CSP solving is often organized
around two complementary activities: (i) domain filtering (also called pruning, narrowing,
or propagation), which removes values from domains that cannot participate in any solu-
tion, and (ii) search, which explores alternative choices when local filtering is insufficient.

For numerical problems, it is convenient to represent the current search state as a
bor B =Dy x---x D,, ie., a Cartesian product of the individual domains. The solver
then maintains and refines a (possibly large) collection of boxes. A box is infeasible if
it provably contains no solution; it is undecided if feasibility cannot be concluded at the
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current resolution; and it is accepted when it is sufficiently small and still consistent with
the constraints (according to the chosen stopping criterion and consistency notion).

2.1.2 From discrete CSP to numerical/interval CSP

Many engineering and scientific tasks naturally lead to constraints over real-valued vari-
ables, often expressed as nonlinear equalities/inequalities, e.g., f(z1,...,2,) =0

or g(x1,...,x,) < 0. In this numerical CSP setting, domains are typically continuous re-
gions, and the goal is to characterize (or enclose) the set of all solutions within prescribed
bounds [50, [64].

An interval CSP (ICSP) replaces real domains by floating-point intervals D; = [x;, T;]
and uses interval methods to compute mathematically guaranteed enclosures of the solu-
tion set [12], 63]. Equivalently, the solver works with boxes whose coordinates are inter-
vals. This representation is particularly suitable when the problem contains uncertainty
(measurement tolerances, bounded parameters) and when we require guarantees despite
rounding and numerical errors. In this dissertation, the term ICSP refers to the case where
interval arithmetic is used as the primary mechanism for sound reasoning about feasibility
and for domain reduction.

Interval-based solving typically alternates between: (i) narrowing (contracting) the
current box using information from the constraints, and (ii) splitting the box when nar-
rowing alone cannot reach a decision. Many narrowing algorithms operate over an internal
representation of constraint expressions (e.g., an expression tree or a more general com-
putational graph), through which interval information is propagated. This observation
is central for later chapters, where we leverage graph-based numerical infrastructures for
accelerating interval evaluation.

Finally, ICSP solvers usually formalize the strength of narrowing by a chosen consis-
tency notion (e.g., box or hull consistency), which determines how aggressively domains
can be reduced without losing solutions. The theoretical role of consistency is to trade com-
putational effort for pruning power: stronger consistency can reduce the need for search
but often costs more per propagation step.

2.1.3 Branch-and-Prune as the canonical solving scheme

A widely used high-level strategy for interval CSP solving is the Branch-and-Prune scheme
(also called split-and-contract). It starts from an initial box By = Dy X --- x D,, and
iteratively processes a collection (queue/stack) of boxes. For a selected box B, the solver
first applies a prune (contract) phase, which attempts to reduce the intervals in B by
constraint propagation / domain narrowing. If pruning makes the box empty, it is discarded
as infeasible. If the box remains non-empty but is still too large to be accepted, the solver
performs a branch (split) step: it chooses a variable and subdivides its interval, creating
smaller sub-boxes that are returned to the worklist.

The process continues until the worklist is exhausted or a stopping condition is reached.
Typical termination criteria include: maximum box width below a threshold, time or
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iteration limits, or achieving a target count/coverage of solution boxes. The choice of the
worklist policy (e.g., DFS vs. BFS, best-first heuristics) influences memory consumption
and the exploration order but does not change the core structure of the scheme.

Conceptually, Branch-and-Prune exposes a useful separation of concerns: pruning is
dominated by numerical kernel computations (interval arithmetic, expression evaluation,
and repeated narrowing), whereas branching organizes the global search over the domain
space. This layered view is a convenient starting point for later discussions on performance
bottlenecks and acceleration opportunities in interval CSP solving pipelines.

2.2 Interval Arithmetic and IEEE-1788 Compliance

Interval arithmetic replaces point-valued computations by computations over sets repre-
sented as intervals. This enables validated numerics: the computed result is guaranteed
to enclose the exact real-valued result despite rounding and other numerical effects. In
the context of interval CSP, floating-point intervals are used as variable domains and are
repeatedly tightened during narrowing/propagation, making interval arithmetic the lowest
(and performance-critical) layer of the overall solving pipeline [63] [47].

2.2.1 Intervals, enclosure property, basic operations

An interval X is a closed and connected subset of R represented by its endpoints as
X=[z,7]|={reR|z<z<T} (2.1)

In practical solvers and libraries, the endpoints are typically floating-point numbers, which
allows a compact representation and efficient manipulation. The enclosure (inclusion)
property is the key correctness requirement: for an operation o and its interval counterpart
o™ we require that

XoY C XY, (2.2)

where XoY = {zoy | x € X, y € Y} is the exact set-based result. IEEE 1788 standardizes
interval arithmetic operations and their semantics precisely to ensure such guarantees under
floating-point computation [47].

The four basic arithmetic operations are defined by set extension and implemented via
endpoint formulas with outward rounding (see next subsection). For example, addition
and subtraction are:

where each endpoint operation is evaluated with directed rounding so that the final interval
encloses the exact real result.

11
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Multiplication and division require considering the signs and potential zero crossing. A
common presentation uses the min / max over all endpoint products:

X Y = | min(zy, 27, Ty, Ty), max(zy, 27, Ty, TY) |, (2.5)
XY =X-(1/Y), defined only if 0 ¢ Y, (2.6)

again with directed rounding applied to the involved floating-point operations. IEEE 1788
also specifies elementary functions (e.g., exp, log, sin) and additional interval operations; in
this dissertation, we focus on the core arithmetic and a subset of unary functions required
by the targeted workloads and implementations [47, [A.3].

2.2.2 Floating-point rounding and directed /outward rounding

Floating-point arithmetic introduces rounding because most real numbers are not exactly
representable. Standard environments typically use round-to-nearest as the default mode.
However, validated interval arithmetic needs directed rounding: the lower bound must be
rounded downward (toward —oo) and the upper bound upward (toward 4+o00). This is the
essence of outward rounding and is required by IEEE 1788 to guarantee enclosures [47].

Conceptually, for a real operation r = aob computed in floating point, we denote rd(r)
and rd4(r) as the downward- and upward-rounded results. Then an IEEE 1788-compliant
interval operation uses

[£7 E] ot [gv y] = [rdi( ) )7 rdT( ) )] (27)
with the appropriate endpoint expression for o.

A practical complication arises when the execution environment does not expose di-
rected rounding efficiently (or at all). For example, modern machine learning frameworks
are primarily optimized for round-to-nearest arithmetic. One workaround is to emulate
directed rounding by computing in round-to-nearest and then expanding the result to the
next representable number in the required direction, e.g., using nextafter to obtain the
immediate floating-point predecessor/successor. This approach preserves correctness (at
the cost of slightly wider bounds) and, when combined with graph-level compilation and

operator fusion, can have negligible impact on end-to-end performance in large expression
graphs [A.3].

2.2.3 Overestimation and dependency problem

While outward rounding ensures soundness, interval arithmetic can produce bounds that
are significantly wider than the true range. This overestimation is not a bug but a conse-
quence of representing sets by intervals and of how expressions are evaluated.

A major source is the dependency problem: if a variable occurs multiple times in an
expression, the natural interval extension typically treats these occurrences as if they were
independent. For instance, with X = [0, 1],

X —X=[0,1-1[0,1] = [1,1], (2.8)

12



2.3. Consistency Notions and Domain Narrowing

even though the exact range of x — z over = € [0, 1] is {0}. More generally, algebraically
equivalent expressions can yield different interval enclosures; rewriting can therefore change
the tightness of bounds without changing the underlying real function.

Overestimation matters algorithmically: wider intermediate ranges reduce the pruning
power of narrowing operators and often force additional branching in Branch-and-Prune,
increasing the total number of processed boxes and the overall runtime. Mitigation strate-
gies include expression transformations, exploiting monotonicity and constraints to tighten
intermediate bounds, and using richer set representations (e.g., affine arithmetic or Taylor
models). Such techniques can improve tightness, but they often increase per-operation
cost and may complicate mapping onto highly optimized execution backends; therefore,
this dissertation primarily targets efficient IEEE 1788-compliant interval arithmetic with
a clear performance model for large computational graphs.

2.3 Consistency Notions and Domain Narrowing

In interval CSP solving, domain narrowing (also called filtering, pruning, or contraction)
is the core mechanism used to reduce variable domains while preserving all solutions.
The underlying idea is to enforce a chosen notion of local consistency across constraints:
whenever a part of a domain cannot participate in any solution of a constraint (given the
current domains of the other variables), it can be safely removed. This pruning step is
repeatedly applied within the canonical Branch-and-Prune pipeline, and its effectiveness
strongly influences the total amount of subsequent branching and search.

For numerical constraints, narrowing operators are typically implemented using interval
arithmetic (Section and operate over an internal representation of the constraint (e.g.,
an expression tree or a computational graph). The strength of pruning depends on (i) the
selected consistency notion and (ii) the algorithm used to approximate it in finite time.

2.3.1 Box / hull consistency (high-level)

Consider a constraint ¢(zy,...,z,) and a current box B = Dy X - -+ x D,,, where each D, is
an interval. Intuitively, a box is consistent with the constraint if every variable domain still
contains values that can be extended to satisfy the constraint together with some values
of the remaining variables.

Two widely used high-level consistency notions in interval-based constraint solving are
box consistency and hull consistency. Both aim to remove values that are provably infeasi-
ble with respect to ¢ and the current box B, but they differ in strength and computational
cost.

Box consistency (BC). Box consistency focuses on each variable independently, at-
tempting to shrink D; by checking feasibility along the i-th axis while keeping the other
variables within their current intervals. Operationally, BC can be viewed as searching
for (approximate) feasible boundary points for x; and contracting D; accordingly. Box
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consistency is often cheaper and easier to implement robustly, but it may leave more over-
approximation because it reasons in a coordinate-wise manner.

Hull consistency (HC). Hull consistency targets a stronger form of pruning: it at-
tempts to compute a tighter enclosure of the projection of the constraint solution set onto
each variable axis, and then replaces each D; by the interval hull of that projection. In prac-
tice, HC is approximated algorithmically (since exact projections are typically intractable),
often by exploiting the syntactic structure of constraints. Compared to BC, hull consis-
tency can prune more aggressively, but its enforcement tends to be more computationally
demanding.

In practical solvers, these notions are realized by families of narrowing procedures (e.g.,
BC3/BC4 and HC3/HC4), which trade pruning strength for runtime and are typically
applied iteratively until a fixpoint is reached or a resource limit is exceeded. The choice
of consistency notion therefore directly affects both the per-iteration cost and the total
number of required Branch-and-Prune splits.

2.3.2 Contractors and propagation intuition

A convenient abstraction for domain narrowing is the contractor. A contractor is a function
K that maps a box B to a (possibly) smaller box IC(B) such that

K(B)CB and Sol(¢) N B = Sol(c) N K(B), (2.9)

i.e., it never removes any solution of the constraint (soundness), but may remove values
that cannot be part of any solution within B (pruning). Contractors can be defined for
individual constraints and then composed to handle a system of constraints.

Propagation as iterative contraction. Constraint propagation can be described as
repeatedly applying contractors and exchanging information through shared variables un-
til no contractor can further reduce any domain. A typical implementation maintains a
worklist (queue) of constraints/contractors. When a contractor shrinks some domain D;,
all other contractors that depend on z; are re-enqueued, because their pruning power may
increase with tighter inputs. The process stops when the worklist becomes empty (fixpoint)
or an inconsistency is detected (some D; becomes empty).

Tree/graph-based narrowing intuition. For many nonlinear constraints expressed as
formulas, contractors are implemented by traversing an expression tree (or a more general
computational graph). The classical intuition is a two-phase forward/backward scheme:

o Forward evaluation: interval values are propagated from leaves (current variable
domains) toward the root, computing interval enclosures for all subexpressions.

14
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o Backward refinement: information is propagated back from the root toward leaves
using inverse reasoning (and/or local inverses of operators), tightening subexpression
intervals and finally tightening variable domains.

This structure explains why efficient evaluation of large expression graphs is central for
narrowing performance, and why narrowing algorithms naturally expose both dataflow
and reuse opportunities (e.g., caching shared subexpressions in a DAG).

The above propagation view is intentionally tool-agnostic: different solvers implement
different contractor sets, scheduling policies, and approximations, but the fundamental
mechanism remains iterative contraction driven by shared-variable dependencies.

2.3.3 Where the computational cost comes from

The runtime cost of consistency enforcement and domain narrowing typically arises from
a combination of algorithmic iteration, numerical kernel complexity, and global-search
interactions.

Fixpoint iteration and reprocessing. Propagation is rarely a single pass. Contractors
are applied repeatedly until a fixpoint is reached. Even small reductions can trigger cas-
cades of reprocessing because tightening one variable can enable new pruning in multiple
constraints. Consequently, the total work is often proportional to (number of contractor
applications) x (cost per application,).

Cost per contractor: interval evaluation, inversion, and auxiliary computations.
Many narrowing procedures require repeated interval evaluation of expressions and, de-
pending on the chosen consistency notion, also inversion-like reasoning and/or derivative
information (e.g., for interval Newton steps). These operations are built on interval arith-
metic and can be substantially more expensive than point-valued evaluation due to outward
rounding, case distinctions (e.g., for division), and wider data paths (lower/upper bounds).
When constraints are represented as trees/graphs, the contractor cost scales with the num-
ber of visited nodes and with the need to maintain intermediate intervals (forward context)
for the backward phase.

Pruning strength vs. branching explosion. A weak pruning step leaves domains
wide, which increases the number of Branch-and-Prune splits needed to reach a termination
criterion. Thus, there is a nontrivial trade-off: stronger consistency can reduce the global
search tree, but may increase the cost of each propagation step. In practice, the optimal
balance depends on the structure of constraints, dimensionality, and required resolution.

Nonlinear dependencies and convergence effects. Propagation on interval domains
can exhibit convergence phenomena where sequential updates lead to faster tightening than
naive parallel updates, because later updates benefit from earlier contractions. This creates
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additional challenges for parallel implementations: synchronization, scheduling, and update
ordering can influence convergence speed and therefore the total amount of work.

Memory traffic and graph management. For large-scale problems, maintaining in-
termediate intervals for subexpressions, reusing shared nodes in DAGs, and scheduling
contractors can become memory- and bandwidth-intensive. In such cases, performance
may be limited less by raw floating-point throughput and more by memory movement,
cache behavior, and runtime overhead associated with graph traversal and worklist man-
agement.

Overall, domain narrowing sits at the boundary between numerical kernels and com-
binatorial search. Its performance is therefore shaped by both low-level arithmetic effi-
ciency and high-level algorithmic choices (consistency strength, propagation scheduling,
and branching heuristics), making it a primary target for acceleration in interval CSP
pipelines.

2.4 Expression Evaluation as Trees and Computational
Graphs

Many interval narrowing algorithms operate on constraints written as algebraic formulas.
A common implementation strategy is to represent each constraint as a parse tree, whose
leaves correspond to variables/constants and whose internal nodes represent primitive op-
erators (e.g., +, —, X, /, exp). This representation is convenient because it provides a
direct, purely numerical execution model: a solver can traverse the structure to evaluate
the constraint (and related quantities) over interval domains without relying on symbolic
manipulation. In particular, several key operations required by interval CSP solving—
evaluation, differentiation, and inversion—can be implemented as structured passes over
such trees, which makes this level a natural target for optimization and acceleration.

2.4.1 Parse trees vs. DAGs, forward/backward traversals

A parse tree represents the syntactic structure of a formula: every occurrence of a subex-
pression becomes a separate subtree. This makes tree evaluation straightforward, but it
may duplicate work when the same subexpression appears multiple times. A more compact
representation is a directed acyclic graph (DAG), where identical subexpressions are shared
(common subexpression elimination). In a DAG, each shared node is evaluated once per
pass and its value is reused by all parents, which can substantially reduce the cost for large
constraint systems or repeatedly evaluated expressions.

Both representations naturally support the forward/backward traversal pattern that
appears in narrowing procedures. In the forward phase, interval values are propagated
from leaves to the root, producing interval enclosures for all intermediate nodes. This
forward evaluation also establishes a contert (stored intermediate results) needed by the
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subsequent backward phase. In the backward phase, additional information (e.g., a
target interval at the root, or an admissible range for an intermediate node) is propagated
back toward leaves to refine the intervals of subexpressions and ultimately the variable
domains. Importantly, the backward sweep is not an independent computation: it relies
on the forward context, hence an implementation must either store intermediate intervals
(memory-heavy but simple) or recompute them (compute-heavy but memory-light).

From a performance perspective, DAG-based representations tend to benefit workloads
with repeated evaluation and rich reuse opportunities. They also align well with compiled
graph execution: when the graph is fixed, the overhead of parsing and interpreting expres-
sions at runtime can be amortized or eliminated, and the evaluation becomes a sequence
of numerical kernels scheduled over a static graph.

2.4.2 Evaluation, differentiation, inversion as solver building blocks

At the solver level, the primary purpose of expression processing is to support interval
narrowing and consistency enforcement. Three operations are particularly important:

Evaluation. Given current variable domains (intervals), the solver evaluates each con-
straint expression using interval arithmetic to obtain an enclosure of its range over the
current box. This is the basic ingredient of many contractors and pruning tests.

Differentiation. Several narrowing techniques (most notably interval Newton-type meth-
ods) require partial derivatives with respect to variables. While one option is to supply
symbolic derivatives, derivative values can also be computed numerically by structured
propagation through the formula representation. In particular, the values of partial deriva-
tives at a point (or over an interval box) can be obtained via a forward pass followed by a
backward pass that distributes sensitivities from the root toward leaves, closely analogous
to reverse-mode automatic differentiation.

Inversion. For stronger pruning (e.g., hull-consistency-style reasoning), solvers often
need to invert parts of a constraint with respect to a selected variable: given admissible
intervals for a parent expression, infer tighter admissible intervals for its child subexpres-
sions. As with differentiation, inversion can be implemented numerically by backward
propagation using local inverse reasoning at each node, without decomposing the original
constraint into a large set of primitive constraints.

A key practical observation is that these operations share the same computational
substrate: they are dominated by repeated traversals over trees/DAGs and by interval
operations at nodes. This explains why improvements at the representation level (tree
vs. DAG), scheduling level (pass ordering, caching), or execution level (graph compila-
tion, kernel fusion, parallel execution) can translate directly into improved performance of
higher-level narrowing and, ultimately, of the overall Branch-and-Prune solver.
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2.5 Parallelism and Acceleration Paradigms for Interval
Methods

Interval methods expose parallelism at several granularities: (i) data-parallel execution
of interval arithmetic over many independent boxes (or many elements within a vec-
tor/matrix of intervals), (ii) graph-parallel execution over expression trees/DAGs when
evaluating large constraint formulas, and (iii) task/search-parallel execution across mul-
tiple constraints, contractors, or subproblems generated by branching. Which hardware
paradigm is most effective depends primarily on arithmetic intensity, regularity of memory
access, and the amount of synchronization implied by propagation and search. A useful
mental model is that low-level interval kernels are often amenable to throughput-oriented
parallelism, while higher-level propagation and branching can introduce irregular control
flow and unpredictable memory access.

2.5.1 CPU (SIMD, threading) vs GPU (SIMT)

CPU: SIMD vectorization and shared-memory threading. Modern CPUs provide
two complementary mechanisms: wide SIMD units and multi-core parallelism. SIMD is
particularly relevant for interval arithmetic because each interval operation manipulates at
least two endpoints; with a suitable data layout (e.g., structure-of-arrays for lower/upper
bounds), many endpoint operations can be vectorized, and multiple intervals can be pro-
cessed per instruction. In addition, multi-threading can distribute independent work over
cores, for example: (i) processing different boxes in a worklist, (ii) evaluating multiple
independent constraints, or (iii) running multiple Branch-and-Prune subproblems in par-
allel. The practical advantage of CPUs is flexibility: irregular propagation schedules and
worklist-based algorithms are often easier to implement efficiently on a CPU due to mature
caching, branch prediction, and low-overhead synchronization primitives. Conceptually,
this maps well to algorithmic families that feature complex or data-dependent memory
access and control flow, where accelerator utilization would otherwise stall [A.6].

GPU: SIMT throughput and massive parallelism. GPUsimplement a SIMT (single-
instruction, multiple-threads) execution model and are designed to sustain very high through-
put on regular, massively data-parallel workloads. Classical HPC experience shows that
such throughput is unlocked when the computation can be expressed as kernels operating
on many independent data items, with carefully managed memory access and sufficient
occupancy to hide memory latency (as we observed in our earlier GPU implementation
[A.6]). This is directly compatible with several interval-method kernels, such as:

o Batch evaluation of constraints over a large set of boxes,
o Bulk interval arithmetic on vectors/tensors of endpoints,

o Independent subproblems generated by branching, processed concurrently.
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However, GPUs are sensitive to divergence and irregular memory access. When prop-
agation involves frequent conditional logic, nonuniform convergence, or data-dependent
scheduling, SIMT execution can underutilize the hardware. This aligns with general ob-
servations from HPC algorithm classification: high-arithmetic computations with regular
memory access are typically well-suited for GPUs, whereas irregular memory patterns tend
to degrade GPU effectiveness [A.6].

A practical takeaway for interval methods is that batching is often essential: if we can
restructure the computation so that many boxes (or many independent arithmetic nodes)
are processed in a uniform kernel, GPUs can offer substantial speedups; if not, a CPU-
centric implementation (possibly combined with limited GPU offload for the most regular
kernels) may be preferable.

These SIMT constraints are not merely theoretical; they were also key design drivers
in our earlier OpenCL GPU implementations of a spiking neural network simulator and a
population-based optimization method, where warp-level divergence, synchronization, and
memory-access patterns directly determined achievable speedups [A.4] [A.5].

2.5.2 FPGA/CGRA and dataflow view (conceptually)

FPGA: specialization and custom datapaths. FPGAs enable building custom data-
paths and memory interfaces tailored to a specific workload. From a conceptual standpoint,
this matches two important classes of patterns: (1) arithmetic pipelines with carefully
controlled data movement, and (2) custom operations that are expensive or awkward in
standard instruction sets. In a dwarf-style classification of HPC workloads, FPGA ac-
celeration is particularly attractive for algorithm families where custom data operations
and tailored memory access dominate, and where energy efficiency is a primary objective.
The same reference also highlights a key trade-off: even when GPUs can outperform in
raw throughput, FPGA implementations often provide superior energy efficiency, while
irregular memory access remains challenging for any platform and requires careful design
[A.6].

For interval methods, an FPGA-friendly viewpoint is dataflow: interval evaluation and
parts of narrowing can be seen as streams of endpoint operations flowing through a graph
of operators. If the constraint structure is fixed (a common case in embedded/edge de-
ployments), parts of the expression graph can be compiled into a hardware pipeline with
predictable latency and high energy efficiency. In addition, FPGA logic can implement cus-
tomized numeric kernels (e.g., endpoint computations, min/max reductions, or specialized
comparisons) with application-specific widths and parallelism.

CGRA: spatial execution of dataflow graphs. Coarse-grained reconfigurable arrays
(CGRAS) sit conceptually between GPUs and FPGAs: they provide an array of recon-
figurable functional units and interconnect, enabling spatial mapping of dataflow graphs
with lower compilation and reconfiguration overhead than fine-grained FPGA logic. For
interval methods, the same dataflow interpretation applies: expression evaluation and re-
peated contractor kernels can be mapped as a static or semi-static graph, aiming for high
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throughput under constrained power budgets. (In this dissertation, CGRAs are treated
as a conceptual point in the design space rather than a target platform of the present
implementation. )

2.5.3 Edge vs datacenter constraints (energy/latency/throughput)

Edge systems: tight budgets and fixed workloads. FEdge deployments are typically
constrained by time, energy, and space, while interacting with the physical world through
measurements that are inherently uncertain. This has two direct consequences for interval
methods. First, interval arithmetic is a natural fit because it represents uncertainty ex-
plicitly and can avoid over-investing in precision beyond the measurement error bounds.
Second, edge tasks are often fized: the constraint structure and the solving pipeline do not
change frequently, which opens the door to aggressive specialization, including implement-
ing parts of the computation in optimized hardware [A.2].

Datacenter and server-side acceleration: throughput under cost and power lim-
its. Even in server environments, time, energy, and resources remain precious, motivating
hardware acceleration and careful parallel design [A.7]. In this setting, the dominant ob-
jective is often throughput (solving many instances or processing many boxes per second),
while still controlling total energy and monetary cost. This makes GPUs and other accel-
erators appealing for the most regular, batchable components of interval pipelines, while
CPUs often remain essential for orchestration, irregular propagation, and global search
control.

Implications for the remainder of the dissertation. The above paradigms suggest
a principled separation: design interval kernels and expression-evaluation pipelines so they
can execute efficiently in a throughput-oriented manner (GPU / compiled graphs / spa-
tial dataflow), while keeping the inherently irregular aspects (propagation scheduling and
search) in forms that remain efficient under synchronization and control-flow constraints.
This motivates, in later chapters, leveraging graph-based execution and compilation infras-
tructures to extract batchable, accelerator-friendly workloads from interval computations.

2.6 Machine Learning Frameworks and Graph Compilers
as Numerical Backends

Modern machine learning (ML) frameworks are, at their core, high-performance systems
for executing large computational graphs over tensors on heterogeneous hardware. Al-
though originally designed for deep learning, their execution engines and compiler stacks
provide a general-purpose substrate for numerical workloads that can be expressed as
graph-structured compositions of primitive operations. This observation is particularly
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relevant for interval methods, where many algorithms repeatedly evaluate large expres-
sion trees/graphs and benefit from (i) global graph optimization, (ii) kernel fusion, and
(iii) transparent targeting of CPUs/GPUs/TPUs. In this dissertation, we therefore view
ML frameworks and their compilers not as domain-specific tools for learning, but as nu-
merical backends capable of hosting validated computations when the required arithmetic
semantics are enforced at the operator level.

2.6.1 Tensor abstraction: dtype, shape, and batching

ML frameworks represent values as tensors: multi-dimensional, densely stored arrays
equipped with (1) a data type (dtype) that determines the numeric format of each ele-
ment, and (2) a shape that specifies the tensor’s dimensionality (its rank) and the size of
each dimension. In TensorFlow, both dtype and shape are part of the program interface
seen by the graph compiler: compiled code is typically specialized to a particular operator
graph together with concrete dtype/shape assumptions, which directly affects compilation
caching and performance.

Dtype. The dtype defines the element representation (e.g., float32, float64) and
thereby influences both numerical properties (precision, rounding behavior) and perfor-
mance characteristics (vector width, memory footprint, and accelerator throughput). Since
interval methods require strict enclosure guarantees, dtype is not merely an implementation
detail: it determines the available floating-point semantics and the cost of outward-rounded
operator realizations (Chapter [f]).

Shape and rank. A tensor’s rank is the number of dimensions, while shape is the tuple
of dimension sizes. For example, a vector has rank 1 (shape [n]), a matrix has rank 2 (shape
[m,n]), and batched matrices often have rank 3 (shape [b,m,n]). In compiled execution,
shape stability is critical: when shapes vary across invocations, the runtime may be forced
to retrace and potentially recompile, preventing effective amortization of compilation costs.

Batching. Batching is the practice of evaluating the same computation over a collection
of independent instances in parallel by introducing an explicit leading batch dimension.
Concretely, instead of executing an operator graph repeatedly for single inputs, the graph
is defined once over tensors whose first dimension indexes multiple instances, enabling
SIMD-style parallelism on CPUs and high throughput execution on accelerators.

In the context of interval CSP solving (Chapter [7]) batching corresponds to processing
multiple boxes, constraints, or work items simultaneously, which improves utilization and
reduces per-instance overhead. When combined with graph compilation, batching also
encourages kernel fusion and reduces host-side dispatch, but it typically relies on keeping
the batch dimension and overall shapes sufficiently regular (e.g., via fixed batch sizes or
padding/masking strategies) to preserve compilation caching efficiency.
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2.6.2 TensorFlow execution: eager vs. graph mode

TensorFlow provides two primary execution modes: eager execution and graph mode. In
eager execution, operations are evaluated immediately in an imperative, step-by-step man-
ner. This mode is intuitive and convenient for interactive development and debugging, but
it offers limited global optimization because each operation is dispatched individually.

In contrast, graph mode uses deferred execution: the program is traced and trans-
formed into a static computational graph. This enables the runtime to analyze the graph
globally, identify independent subgraphs, and schedule them concurrently, exploiting both
inter- and intra-operation parallelism on multi-core CPUs and accelerators. Furthermore,
graph mode provides a natural interface for heterogeneous execution (CPU/GPU/TPU)
via device placement and managed data transfers, which is essential for performance-critical
workloads that contain substantial parallel structure.

Tracing is typically specialized to the observed program behavior and to concrete
dtype/shape information. If subsequent calls differ in these aspects, the program may
be retraced, producing a new graph and potentially incurring additional compilation over-
head (when compilation is enabled). Avoiding excessive retracing is therefore important
when performance relies on amortizing graph construction and compilation costs.

TensorFlow’s heterogeneous execution model also implies a split between host orches-
tration (typically on the CPU) and device execution (e.g., GPU/TPU kernels). Although
placement and data transfers are largely managed automatically, host—device synchroniza-
tion and data movement can introduce substantial overhead if control logic frequently
interacts with device-resident computations. This motivates designs that keep regular,
numerically intensive work inside compiled graphs while minimizing fine-grained host-side
intervention.

For interval computations, graph mode is particularly attractive because it aligns with
the structure of expression evaluation in interval CSP solving: the computation is naturally
a graph of primitive operators over (pairs of) numeric values, and repeated evaluations
can amortize tracing/graph construction overhead. This makes graph mode the preferred
baseline when performance and scalability are primary objectives.

2.6.3 XLA and graph-level optimization

While TensorFlow can execute graphs using standard device-specific kernels (dispatching
each operation as a separate kernel), its main source of aggressive graph-level optimiza-
tion is the XLA (Accelerated Linear Algebra) compiler. When enabled, XLA compiles
subgraphs ahead-of-time or just-in-time, performing global optimizations such as operator
fusion (combining multiple primitive ops into a single kernel), constant folding, inlining,
and memory layout transformations. The output is specialized code for the target device,
which can substantially reduce runtime overhead and improve locality compared to per-op
dispatch.

In practice, XLA compilation is specializing: the generated code is typically tied to a
particular operator subgraph under concrete assumptions about input dtype and shape.

22



2.6. Machine Learning Frameworks and Graph Compilers as Numerical Backends

Framework runtimes therefore maintain compilation caches keyed by a program signature
(graph structure together with relevant dtype/shape information). This makes stable
shapes and regular batching important not only for vectorization and fusion opportunities,
but also for achieving high cache hit rates and amortizing compilation costs across repeated
executions.

From the perspective of interval arithmetic, XLA is valuable because interval operators
are typically composed from multiple elementary floating-point operations (e.g., endpoint
transforms, min/max reductions, directed rounding emulation). Without compilation, such
compositions can suffer from significant overhead at scale; with XLA, they become candi-
dates for fusion and whole-graph optimization. This is precisely the kind of optimization
needed when evaluating large expression graphs inside narrowing loops, where even small
per-node overheads can dominate end-to-end runtime.

However, compilation is not unconditional: some operators, control-flow patterns, or
dynamic shape manipulations may form compilation boundaries that prevent a subgraph
from being compiled or fused as intended. In such cases, the system may fall back to non-
compiled execution for the affected parts, reducing the benefits of graph-level optimization.
Practical designs that rely on compilation therefore need to account for these limitations,
favoring compilation-friendly operator sets and shape-stable execution paths.

2.6.4 Automatic differentiation as a graph transformation

Many ML frameworks provide automatic differentiation (AutoDiff), i.e., the ability to
compute derivatives of graph-expressed computations by applying systematic graph trans-
formations. Given a scalar-valued output, reverse-mode AutoDiff constructs an additional
backward graph that propagates adjoints from outputs to inputs, producing gradients
at a cost comparable to a small constant factor of the original evaluation. For vector-
valued functions, Jacobians can be formed explicitly, but this may be expensive; in prac-
tice, Jacobian—vector products (JVPs) or vector-Jacobian products (VJPs) are preferred
as they avoid materializing the full matrix. In numerical pipelines, AutoDiff can sup-
port derivative-informed operators (e.g., linearization-based refinements), but it does not
by itself guarantee interval soundness; any use in verified computation must respect the
outward-rounded operator semantics enforced at the arithmetic level.

2.6.5 StableHLO (and compiler stacks like IREE) as portability layer

Graph execution alone does not guarantee long-term portability across frameworks and
hardware targets. To address this, ML ecosystems increasingly rely on standardized inter-
mediate representations (IRs) that capture computations in a hardware-independent form.
StableHLO is an open, versioned IR derived from XLA’s HLO dialect, designed to provide
stable semantics and interoperability across compilers and runtimes.

StableHLO is important for interval methods for two reasons. First, it enables decou-
pling the construction of interval computation graphs from a particular front-end frame-
work: interval arithmetic (and later, interval CSP pipelines) can be expressed in a portable
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IR and executed by different backends. Second, it supports reproducibility and deploy-
ment flexibility: the same StableHLO program can be compiled for CPUs, GPUs, or other
targets by suitable backends.

In practice, StableHLO programs can be consumed by XLA, but also by other compiler
stacks such as IREE (Intermediate Representation Execution Environment), which can
perform ahead-of-time and just-in-time compilation for multiple hardware platforms. This
suggests a path toward framework-independent, portable interval pipelines: interval com-
putation graphs can be generated once (at the IR level) and then optimized and executed
efficiently across diverse environments without maintaining backend-specific implementa-
tions.

Why ML stacks are relevant beyond ML. Although ML frameworks are often as-
sociated primarily with training and inference, their most general contribution is the abil-
ity to execute large computational graphs efficiently on heterogeneous hardware. This
matches the computational structure of interval methods discussed in Section [2.4} interval
evaluation, differentiation-like passes, and inversion-style backward refinements can all be
expressed as sequences of primitive operations over a graph of intermediate values. Once
such workloads are represented as graphs, they become amenable to the same optimiza-
tion techniques that make ML workloads fast—operator fusion, elimination of redundant
subexpressions, device-aware scheduling, and compilation to specialized kernels. As a re-
sult, ML compiler stacks provide an attractive, reusable execution substrate for interval
pipelines, provided that the required semantic guarantees (most notably sound enclosures
via outward rounding) are enforced at the operator level. This observation directly moti-
vates the operator design and graph-mapping choices introduced in Chapter {4| and later
quantified in Chapter [6]
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CHAPTER 3

Related Work and State of the Art

This chapter surveys the background and the current state of the art relevant to effi-
cient, sound, and scalable interval computations and interval constraint solving. Interval
arithmetic provides guaranteed enclosures in the presence of uncertainty and rounding ef-
fects, but its practical adoption is often constrained by computational overhead and by
the engineering effort required to combine soundness with high performance. In interval
constraint satisfaction problems (ICSPs), these costs compound across the solver stack:
from elementary interval operations, through expression evaluation and propagation, up to
branch-and-prune search and global strategies. Consequently, performance improvements
at lower layers can have an outsized impact on end-to-end solver throughput and energy
efficiency.

We organize the related work along the main technical axes that determine both
correctness and performance in practice: (i) the interval arithmetic ecosystem, includ-
ing standards (notably IEEE-1788) and common implementation choices; (ii) contractor-
based ICSP frameworks and solver architectures; (iii) efficient evaluation of large expres-
sion trees/graphs and associated techniques such as caching, compilation, and differentia-
tion; (iv) parallelism and heterogeneous acceleration on CPUs, GPUs, and reconfigurable
hardware; and (v) connections to formal methods and SMT-style reasoning where inter-
val methods act as sound numerical filters. This structure reflects recurring bottlenecks
observed in interval-based solvers—propagation cost, overestimation, and memory traf-
fic—and highlights where modern compilation and runtime systems can plausibly change
the performance landscape.

A central theme of this dissertation is the hypothesis that contemporary machine-
learning infrastructures—designed for large computational graphs, aggressive compiler op-
timizations, and portable execution across heterogeneous backends—can serve as practical
numerical backends for interval computing, provided that soundness requirements (e.g.,
directed rounding) are met. Recent work has explored multiple integration strategies in-
side TensorFlow (pure graph-level formulations, composite types, and custom kernels), and
indicates that graph compilation and optimization can yield substantial speedups for large
interval expression graphs while retaining IEEE-1788-compliant enclosures via directed-
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rounding emulation. These findings motivate a broader view of “interval computing on
ML compiler stacks” (XLA/StableHLO and related toolchains) as a new point in the de-
sign space between classical verified-computing libraries and bespoke high-performance
solvers.

3.1 Interval Arithmetic Ecosystem

Interval arithmetic (IA) provides a principled way to turn floating-point computations
into guaranteed enclosures of real-valued results by replacing point values with closed
real intervals and by interpreting every operation in a set-based sense. In practice, the
quality and performance of interval methods depend less on the mathematical definitions—
which are largely settled—and more on the surrounding ecosystem: standardization (what
semantics an implementation promises), mechanisms for directed/outward rounding (how
enclosures are enforced on real hardware), and the availability of library stacks that trade
off generality, speed, precision, and portability. This section surveys these aspects with an
emphasis on properties that later become critical when interval arithmetic is executed at
scale or mapped onto modern compiler and accelerator infrastructures.

3.1.1 Standards and compliance (IEEE-1788, directed rounding)

A long-standing obstacle to broader adoption of interval arithmetic has been semantic
fragmentation: different libraries historically disagreed on corner cases (empty intervals,
division by intervals containing zero, handling of NaNs/Infs, and evaluation of elementary
functions), making results difficult to reproduce across platforms. The IEEE 1788-2015
standard addresses this by specifying a coherent set-based interval model and a required
API surface that includes arithmetic operations, comparisons, and a substantial subset
of transcendental functions [47]. A distinguishing feature is the notion of decorations,
i.e., metadata attached to interval results that track whether the evaluation encountered
undefinedness, discontinuities, or domain issues; decorations enable libraries to remain
set-based while providing structured information about exceptional situations [80].

From an implementation perspective, IEEE 1788 compliance is inseparable from di-
rected (outward) rounding. For floating-point bounds, each primitive operation must be
rounded toward —oo for the lower bound and toward 4oo for the upper bound to guarantee
containment. On CPUs, this is traditionally realized using IEEE 754 rounding-mode con-
trol, but repeatedly switching the global rounding mode can be costly and interacts poorly
with compiler optimizations and multi-threading. Consequently, standards-compliant li-
braries often implement careful rounding-mode guards and try to minimize mode changes,
or they emulate directed rounding through alternative techniques when global control is
undesirable or unavailable [17], 60, [1§].

Compliance itself is non-trivial to validate. Beyond unit tests for typical numerical
identities, conformance requires systematic coverage of boundary cases, exceptional inputs,
and correctly-rounded enclosures for a wide set of functions. This has motivated dedicated
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test frameworks (e.g., ITF1788) and more recent proposals that explicitly target IEEE 1788
compliance across language ecosystems [53), [10]. In practice, the existence (or absence) of
a rigorous conformance test-suite strongly influences whether a library can be safely used
as a trusted numerical backend in verification-oriented applications.

3.1.2 Library families: classical verified computing vs HPC-oriented

The interval arithmetic landscape can be roughly divided into two partially overlapping
families.

Classical verified computing stacks. This family emphasizes correctness, mathemat-
ical completeness, and integration with validated numerical methods (e.g., verified linear
algebra, root finding, and rigorous ODE solvers). Representative examples include tool-
boxes such as INTLAB [84], C++ frameworks such as C-XSC [54], and reference-style
implementations of the IEEE 1788 proposal/standard such as 1ibieeep1788 [67]. These
systems often support advanced features (decorations, extended number types, and rig-
orous elementary functions) and are widely used in the validated numerics community.
Their design choices typically favor semantic clarity and breadth of functionality over raw
throughput, and parallelism is commonly externalized to the user (e.g., via task-level par-
allel decomposition).

Performance- and systems-oriented libraries. A second family prioritizes low over-
head and portability in mainstream programming environments, commonly targeting “hard-
ware float” bounds (single/double precision) and focusing on fast kernels for basic opera-
tions. The Boost interval library is a notable example: it employs a policy-based design to
separate rounding, checking, and comparison behavior, enabling the user to tune cost vs
safety while retaining a familiar C++ interface [18, [17]. FILIB4+ similarly targets perfor-
mance and containment computations while explicitly acknowledging the costs and archi-
tectural difficulties associated with directed rounding [60]. In addition, modern language
ecosystems increasingly provide interval support as packages with explicit standard tar-
gets, e.g., Julia’s IntervalArithmetic. j1, which advertises IEEE 1788-2015-compatible
constructors and interval types [22].

Accelerator-aware efforts. Historically, interval arithmetic was considered ill-suited for
GPUs because (i) global rounding control is hard or expensive to manage in SIMT settings,
and (ii) interval evaluations can introduce branch divergence. Nevertheless, there is a line
of work demonstrating GPU-capable interval arithmetic by rethinking rounding and kernel
structure, including a GPU interval library derived from Boost.Interval [21]. Such results
suggest that “HPC-oriented” interval arithmetic is feasible, but requires explicit attention
to the interaction between rounding semantics, compiler transformations, and the hardware
execution model.
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Overall, the library ecosystem reveals a recurring trade-off: semantic strength and
breadth (classical verified computing) versus systems compatibility and throughput (HPC-
oriented libraries). A central theme of this dissertation is that modern compiler stacks
and graph-based execution can change this trade-off by making aggressive optimization
compatible with enclosure-preserving semantics—provided that directed rounding (or its
emulation) is handled carefully.

3.1.3 Precision choices: float/double vs MPFR / exact / hybrid
schemes

Interval arithmetic can be built on several numerical substrates, each offering a different
balance between speed, tightness of enclosures, and robustness.

Hardware float/double bounds. Most practical interval CSP solvers and engineering
applications rely on intervals whose bounds are IEEE 754 float or double. This choice
enables high throughput and leverages optimized hardware pipelines, but it also makes
enclosure quality sensitive to overestimation, catastrophic cancellation, and the availability
of correctly-rounded elementary functions. In this regime, performance is dominated by
memory traffic and the cost of enforcing outward rounding, so implementation techniques
that minimize rounding overhead or exploit fused operations become important.

Arbitrary precision and correct rounding. When tighter enclosures or strong numer-
ical guarantees are required, interval arithmetic may be implemented on top of arbitrary-
precision floating-point libraries such as MPFR, which provides correctly-rounded opera-
tions at user-selected precision [65], B0]. MPFI extends this approach to multiple-precision
intervals by representing bounds with MPFR numbers, enabling certified computation
with both guarantee and high accuracy when the problem demands it [81]. The down-
side is substantial computational and memory cost, which often makes such approaches
unsuitable for large-scale propagation workloads unless used selectively.

Exact and hybrid schemes. A third direction avoids rounding error altogether by
moving to exact arithmetic (e.g., rationals/integers with modular techniques) or by com-
bining fast floating-point bounds with targeted higher-precision compensation. Exact or
“rounding-free” approaches are typically reserved for narrow but high-stakes subproblems
(ill-conditioned linear algebra, certification steps, or adversarial instances), because they
trade hardware efficiency for robustness. Our earlier work on modular-arithmetic-based
solvers illustrates this motivation: it eliminates rounding error by transforming the problem
into integer/modular computations and reconstructing the exact solution, at the cost of
significantly higher computational intensity that must be mitigated through parallel hard-
ware [A.6]. Hybrid designs occupy the middle ground: they keep double as the primary
carrier type but use compensated algorithms, error-free transformations, or selectively in-
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creased precision to tighten bounds and reduce overestimation without paying the full price
of multiprecision everywhere.

In summary, the “precision substrate” is not a purely numerical choice; it also dictates
which optimizations are possible and which hardware backends are accessible. Hardware
floats favor throughput and accelerator portability; MPFR/MPFT favor enclosure tightness
and mathematical robustness; exact/hybrid schemes offer strong guarantees for targeted
parts of the pipeline. The remainder of this chapter builds on this ecosystem view to
motivate why compiler-based execution and ML infrastructures are attractive: they offer
a path to keep the fast substrate while recovering much of the semantic strength usually
associated with heavier verified computing stacks.

3.2 Interval Constraint Solvers and Contractor-Based
Frameworks

Interval constraint satisfaction problems (ICSPs) over the reals address systems of nonlin-
ear equations and inequalities by maintaining validated enclosures of the solution set. A
typical solver represents variable domains as axis-aligned boxes and alternates (i) propa-
gation—contracting boxes while preserving all feasible points—and (ii) search—splitting
boxes to refine the enclosure until termination criteria are met. This paradigm underpins
several mature tools and libraries, including RealPaver and IBEX, and has evolved into
a modular contractor-based view that helps structure solver architectures and compare
pruning/search trade-offs [38, 19] [71].

3.2.1 Branch-and-Prune in practice: propagation and search
strategies

Most interval ICSP solvers follow a branch-and-prune (also called branch-and-contract)
scheme. Starting from an initial box, the solver applies a propagation loop that repeatedly
contracts variable bounds using constraint-wise filtering operators until reaching a fixpoint
or a time/iteration budget. If the resulting box is neither proven infeasible nor sufficiently
small, the solver branches by splitting one variable domain (often at the midpoint or using
skewed splits) and recurses on the sub-boxes. Completeness is obtained by exhaustive
subdivision up to a chosen precision threshold, while soundness is guaranteed by outward
rounding and inclusion-preserving interval extensions.

In practice, propagation is implemented via consistency notions that trade pruning
strength against cost. Foundational work distinguishes between hull/box variants of con-
sistency and introduces algorithms that enforce them without decomposing expressions
into large networks of primitives. In particular, HC4/BC4-style approaches revise bounds
by traversing an expression representation forward and backward and are widely used as
efficient default filters for nonlinear constraints [I1]. Stronger pruning can be obtained by
shaving and related look-ahead techniques (e.g., 3B-like schemes), which temporarily nar-
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row a domain, propagate, and keep only values that survive; these methods can drastically
reduce the search tree but incur higher per-node costs [59, 04 [69].

Search heuristics are equally critical. Common choices include splitting the variable
with the largest width, heuristics based on estimated constraint impact, or dynamic strate-
gies that adapt to the local contraction behavior. Many solvers also incorporate interval
Newton/Taylor contractors for quadratic local contraction when derivatives are available,
using them opportunistically within branch-and-prune to accelerate convergence on diffi-
cult regions [52, [50].

3.2.2 Contractor libraries and solver architectures

A unifying abstraction across modern interval solvers is the contractor: a monotone,
inflationary-safe operator that maps an input box to a (possibly) smaller box while pre-
serving all solutions of a given constraint set. Contractor programming treats contrac-
tors as composable building blocks with algebraic combinators (composition, intersection,
union/disjunction handling, fixed-point iteration), enabling solvers to express propagation
strategies declaratively and to combine heterogeneous pruning methods in a principled
way [19].

This view is reflected in solver and library designs. RealPaver provides a full ICSP
pipeline with interval propagation and branching, oriented toward reliable approximation
of continuous (or discrete) solution sets using constraint satisfaction techniques [38]. IBEX
exposes a contractor-centric architecture where elementary and advanced contractors (e.g.,
HC4-like, Newton/Taylor, disjunction handling) can be assembled into strategies for fea-
sibility and global optimization; this design supports both black-box solving and research
prototyping [71]. In parallel, the broader numerical CSP community has contributed mod-
eling and propagation frameworks that influenced interval practice, including early numer-
ical CP environments and languages such as Numerica, which emphasized propagation-
driven solving of real constraints [96].

From an implementation perspective, contractor-based architectures typically organize
around: (i) a representation of constraints (often as expression trees/DAGs plus interval
extensions), (ii) a propagation engine that schedules contractors until quiescence, and (iii)
a search engine that manages a box queue/stack with heuristics and termination policies.
This separation is convenient for experimentation but also highlights performance sensi-
tivities: repeated expression evaluation, revising the same constraints after small domain
changes, and memory traffic induced by propagation scheduling.

3.2.3 Typical bottlenecks: propagation cost, overestimation, memory
traffic

Despite decades of algorithmic refinement, three bottlenecks frequently dominate runtime
and/or enclosure quality in interval ICSP solving.
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Propagation cost. Filtering is typically executed at every search node and may require
multiple passes to reach a fixpoint. Even for a single constraint, revise procedures traverse
expression structures and call elementary interval kernels (including transcendental func-
tions), which can become expensive at scale. Stronger consistencies (e.g., shaving-based or
disjunction-aware pruning) reduce the number of nodes but increase the work per node,
creating a nontrivial global trade-off [59, 04, [69]. This motivates both algorithmic acceler-
ation (better scheduling, incrementalization) and systems-level acceleration (vectorization,
code generation, heterogeneous execution), addressed in later sections of this chapter.

Overestimation and dependency. Interval extensions can introduce significant over-
estimation due to variable dependency and multiple occurrences, which weakens pruning
and inflates the search tree. Recent revise procedures mitigate this by exploiting struc-
tural properties such as monotonicity: when a function is monotone in a region, tighter
hull enclosures can be computed and propagated without the same dependency blow-up.
The Mohe line of work integrates monotonicity-aware revisions into propagation loops and
demonstrates substantial practical gains on classes of problems where monotonicity can be
detected locally [4, [5].

Memory traffic and control overhead. Propagation engines are often bandwidth- and
cache-sensitive because they repeatedly update boxes, enqueue/dequeue constraints, and
traverse expression representations. As problem size grows (more variables/constraints,
larger expression graphs), the fixed-point scheduling overhead and memory movement may
dominate arithmetic throughput, even when individual kernels are relatively cheap. This
systems bottleneck becomes even more prominent on heterogeneous hardware, where the
cost model includes kernel launch overheads, device transfers, and divergence induced by
irregular branching. These observations directly motivate research into more “compiler-
friendly” representations and backends, and into approaches that can batch or fuse con-
tractor evaluations without compromising soundness.

Overall, contractor-based interval solvers provide a mature, reliable baseline for ICSP
solving, but their performance profile is shaped by the tight coupling between pruning
strength, expression evaluation cost, and propagation scheduling. This coupling is a key
driver for exploring alternative execution substrates and optimization pipelines in subse-
quent parts of this dissertation.

3.3 Efficient Evaluation of Numerical Expressions for In-
terval Methods

Interval methods for validated computing repeatedly evaluate nonlinear expressions under

outward rounding, often at very high frequency inside propagation loops and across large

branch-and-prune search trees. Consequently, the representation and execution of numer-
ical expressions becomes a first-order performance factor: many practical instances are
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not dominated by “hard” interval kernels alone, but by overheads stemming from expres-
sion traversal, redundant recomputation, temporary allocations, and memory traffic. This
section reviews three complementary lines of work that shape modern implementations:
(i) expression representations enabling reuse (DAGs, CSE, caching), (ii) derivative infor-
mation via algorithmic differentiation and higher-order validated models, and (iii) code
generation and JIT compilation to specialize and fuse numeric kernels.

3.3.1 Trees vs DAGs, common-subexpression elimination, caching

Many interval solvers and contractor libraries represent each constraint as an expression
structure that is evaluated in a forward pass (interval extension) and a backward pass
(projection / bound revision), as exemplified by HC4-style filtering procedures [11]. A naive
tree representation duplicates shared subexpressions, which inflates both computational
cost and the number of intermediate intervals produced during evaluation. In large models,
repeated fragments arise naturally (e.g., repeated coordinate transforms, reused physical
submodels, or repeated residual terms in least-squares formulations). Converting trees to
expression DAGs enables explicit sharing and creates a clear target for classic compiler
optimizations such as common-subexpression elimination (CSE).

With DAGs, two forms of reuse become possible. First, shared subexpressions can be
evaluated once per sweep and stored in a compact value cache. Second, if the propagation
loop only slightly changes some variable bounds, selective re-evaluation can be attempted
by invalidating only the affected portion of the DAG (a dataflow-style incrementalization).
In interval propagation this must be done carefully: caches must be invalidated conserva-
tively to preserve soundness, and the bookkeeping overhead should not outweigh the saved
arithmetic. Still, in many workloads the same constraint graphs are revisited thousands
to millions of times, making even modest reductions in traversal and temporary creation
highly valuable.

An alternative reuse mechanism is compile-time construction of expression graphs
through expression templates, which eliminate temporaries and enable fusion of elementwise
operations in C++ numerical code [97]. This technique is also used in high-performance
algorithmic differentiation packages (see below), where it reduces overhead when building
and executing derivative programs [43]. For interval kernels, analogous fusion can reduce
memory traffic and improve vectorization opportunities, which is critical when elementary
interval operations are fast but bandwidth-bound.

3.3.2 Automatic differentiation and interval extensions

Derivative information is a key accelerator in interval methods, powering interval Newton
contractors, slope/Taylor-based pruning, and sensitivity-aware heuristics. Algorithmic dif-
ferentiation (AD) provides exact derivatives up to floating-point rounding by systematically
applying the chain rule to the program that evaluates the function, avoiding the trunca-
tion issues of finite differences and the expression swell of symbolic differentiation [40]. In
interval settings, AD can be lifted to compute enclosures of Jacobians/Hessians by eval-
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uating derivative programs over interval domains (i.e., applying interval extensions to the
AD-generated code). This enables stronger pruning in contractors that use linearizations
or higher-order models.

Beyond first derivatives, Taylor models combine a polynomial approximation with an
explicit interval remainder bound, retaining functional dependencies to higher order and
mitigating classic interval overestimation effects (notably dependency and wrapping) in
many dynamical and parametric contexts [19], [62]. For interval constraint solving, Taylor-
model-like approaches can be viewed as a spectrum between purely local linearization
(cheap but often weak) and higher-order validated enclosure (more expensive but poten-
tially much tighter), and they naturally interact with expression evaluation: high-order
methods typically amplify the demand for efficient reuse, caching, and kernel fusion.

From a systems perspective, AD and Taylor-based contractors shift the computational
profile: the arithmetic intensity increases (more operations per variable update), but so
does the importance of eliminating overhead in expression traversal and temporary man-
agement. This is one reason why modern implementations increasingly treat expression
evaluation as an optimization problem in its own right rather than a fixed “black box”.

3.3.3 Code generation / JIT for numeric kernels

A general strategy to reduce evaluation overhead is to generate specialized code for a con-
crete expression graph (and sometimes for a concrete propagation schedule), enabling ag-
gressive inlining, fusion, vectorization, and constant propagation. JIT compilation makes
this approach practical in interactive and dynamic settings where expressions are known
only at runtime. Foundational compiler infrastructure such as LLVM provides a widely
used basis for building such pipelines, offering IR-level optimization and code emission
across architectures [55].

Domain-specific systems demonstrate how separating what is computed from how it is
scheduled can enable powerful automatic optimization, including locality and fusion deci-
sions that are difficult to achieve reliably in general-purpose compilers. Halide is a promi-
nent example in stencil- and pipeline-like computations, where schedule choices directly
govern performance [79]. Similarly, tensor-compiler stacks such as TVM emphasize graph-
level fusion, operator specialization, and automated search over low-level schedules [20].
While these systems are not interval-specific, the underlying ideas transfer: interval prop-
agation repeatedly executes large graphs of relatively simple kernels, making it a natural
candidate for graph- and kernel-level fusion, as well as for JIT specialization based on
datatype, precision, and rounding mode emulation strategy.

For interval methods, code generation must additionally preserve soundness (e.g., cor-
rect outward rounding and conservative cache invalidation semantics). This constraint
narrows the space of legal transformations but still leaves substantial room for profitable
specialization. The broader lesson is that interval solvers can benefit from adopting
compiler-style pipelines for expression evaluation, particularly when targeting heteroge-
neous backends or when integrating interval arithmetic into modern numerical execution
substrates.
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3.4 Parallelism and Heterogeneous Acceleration of
Interval Computations

Interval methods expose parallelism at several granularities: (i) fine-grained data-parallel
kernels that apply the same interval operators over large collections of boxes or vectors,
(ii) search-level parallelism that distributes nodes of a Branch-and-Prune (or branch-and-
bound) exploration across workers, and (iii) pipeline/dataflow execution where interval
kernels are mapped to streaming hardware. The achievable speedups are therefore tightly
coupled to how a solver decomposes work (operator-level vs box-level), how it manages
irregularity introduced by pruning, and how it ensures correct outward rounding under a
given hardware and compiler stack.

3.4.1 GPU acceleration: data-parallel kernels vs search-parallel
strategies

GPUs are a natural match for interval workloads dominated by elementary operations exe-
cuted repeatedly over large sets of independent data. A common pattern is to batch many
boxes and evaluate the same expression (or the same contractor step) in a SIMD/SIMT
fashion, which favors a structure-of-arrays layout, coalesced memory access, and kernel
fusion where possible. Early work showed that interval arithmetic can be implemented
efficiently on CUDA-capable devices and integrated with established C++ interval ab-
stractions (e.g., via a Boost-compatible interface), while still providing enclosures through
explicit handling of rounding behavior [2I]. Recent work on deterministic global optimiza-
tion further illustrates this data-parallel bounding style: large numbers of interval evalu-
ations (bounds, relaxations, dominance checks) are offloaded as GPU kernels, amortizing
launch overhead and emphasizing throughput [99].

In contrast, search-parallel strategies attempt to parallelize the exploration itself by dis-
tributing subproblems (boxes) across threads/warps/blocks or across GPU-CPU teams.
This is significantly harder to scale on GPUs because interval pruning induces highly
data-dependent control flow: different boxes may require different numbers of propaga-
tion iterations and produce different branching decisions, leading to warp divergence and
irregular queue behavior. As a result, many practical designs keep the global search con-
trol (node selection, termination, incumbent updates) on the CPU while using the GPU
as a high-throughput coprocessor for the most regular kernels (evaluation of constraints,
Jacobians, or contractor primitives). For numerical CSPs, dedicated studies of parallel
interval-Newton style methods on CUDA highlight that dynamic load balancing becomes
a first-class concern once the computation moves beyond purely data-parallel evaluation
[9]. More broadly, the parallel constraint solving literature emphasizes that the best de-
composition (portfolio vs decomposition vs cooperative search) is instance-dependent and
that robust parallelization requires careful engineering of scheduling and communication
mechanisms [36].
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3.4.2 FPGA/dataflow and edge acceleration patterns

FPGAs and dataflow-style accelerators offer a different trade-off: instead of relying on wide
SIMT execution, they can implement deeply pipelined interval kernels (often as streaming
datapaths) tailored to a fixed set of operations and precision requirements. This is at-
tractive for interval methods because outward rounding can be enforced structurally (e.g.,
by using slightly extended internal precision and controlled rounding at boundaries), and
because fixed pipelines can deliver high throughput with predictable latency and energy
efficiency—properties that are valuable when interval computations are embedded into
larger real-time systems. Toolchains and generators for custom arithmetic datapaths, such
as FloPoCo, explicitly target the rapid construction of specialized floating-point opera-
tors and elementary functions on FPGAs and are therefore relevant building blocks for
interval-aware kernels [26].

Recent work also explores interval arithmetic acceleration in more general-purpose em-
bedded settings (e.g., RISC-V based designs), indicating renewed interest in hardware
support for correctly rounded interval primitives beyond traditional HPC platforms [29].
In the context of interval CSPs, edge acceleration is particularly compelling when the ap-
plication demands on-device guaranteed bounds (e.g., safety envelopes, local verification,
sensor fusion with uncertainty). Our prior work discusses how interval constraint satis-
faction workloads can be mapped toward edge-oriented acceleration and what limits arise
from the mixture of propagation, branching, and memory traffic [A.2].

3.4.3 Load balancing, divergence, precision/rounding implications

Across heterogeneous platforms, the dominant obstacle to scalability is irreqularity. Branch-
and-prune creates a dynamically changing frontier of boxes whose processing cost varies by
orders of magnitude depending on pruning strength, constraint conditioning, and current
box widths. Effective implementations therefore rely on adaptive scheduling (work queues,
task splitting, stealing) rather than static partitioning. Classic work-stealing theory pro-
vides a conceptual foundation for such schedulers in shared-memory settings [16], while
interval-specific parallelization studies demonstrate that dynamic load balancing is central
even in message-passing environments [35]. For interval global optimization, decentralized
message-passing and dominance-based pruning have been proposed to reduce redundant
evaluations and stabilize speedups as processor counts grow [98].

Finally, precision and rounding constraints are not a mere implementation detail but
a performance driver. GPU designs often pay overhead for emulating directed rounding
or for compensating compiler/hardware behaviors that are benign in floating-point HPC
but problematic for verified enclosures. FPGA/ASIC-style pipelines may mitigate some
of this cost by construction, but at the expense of flexibility (especially for transcendental
functions and dynamically changing expression graphs). Consequently, the state of the art
increasingly favors hybrid strategies: keep the search adaptive and latency-sensitive parts
on CPUs, offload the most regular and bandwidth-friendly kernels to GPUs, and consider
FPGA /edge accelerators where energy or determinism outweighs programmability.
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3.5 Interval Methods in Formal Verification and SMT-
Related Approaches

Formal verification pipelines routinely reduce proof obligations to satisfiability questions
over rich theories: arithmetic over reals and integers, floating-point reasoning, and in-
creasingly also non-linear constraints coming from control, robotics, and cyber-physical
systems. Satisfiability Modulo Theories (SMT) provides a unifying interface by combining
a Boolean search engine with specialized theory solvers in a lazy architecture (DPLL(T)
/ CDCL(T)) [70, 27, [6]. Within this ecosystem, interval methods appear as (i) sound nu-
merical abstractions for program analysis, (ii) pruning and conflict detection mechanisms
inside arithmetic theory solvers, and (iii) certificate-producing components for floating-
point proofs and validated counterexamples.

3.5.1 SMT and numerical constraints: where intervals fit

SMT architecture and arithmetic theories. Modern SMT solvers operate on for-
mulas that mix Boolean structure with theory atoms (e.g., linear inequalities, equalities,
polynomial constraints). A SAT/SMT loop proposes a Boolean assignment, and the theory
solver either confirms consistency or returns a conflict lemma (an explaining clause) that
prunes the Boolean search [70), 27]. Standardized input languages such as SMT-LIB make
these workflows portable across solvers and benchmarks [7].

For linear arithmetic, complete and efficient procedures exist; for non-linear real arith-
metic (NRA), completeness typically requires heavy algebraic machinery (e.g., CAD /NLSAT-
style methods) and can be costly in high dimensions. This gap motivates hybrid NRA
strategies where intervals provide inexpensive, sound pruning that complements algebraic
or heuristic reasoning.

Interval constraint propagation as a theory solver primitive. A common inte-
gration point is interval constraint propagation (ICP): variables are given box domains,
constraints are evaluated with outward-rounded interval arithmetic, and domain narrow-
ing (contracting) operators prune inconsistent sub-boxes. In an SMT context, ICP plays
two roles: (1) it can rapidly detect UNSAT-in-a-boz (a whole sub-domain violates some
constraint), and (2) it can generate progress information for search by splitting boxes
and iterating propagation [33, BI]. This line of work can be viewed as importing the
Branch-and-Prune intuition into the theory solver side of SMT, with the Boolean engine
orchestrating which combinations of theory atoms are currently active.

Interval-based SMT solvers. Several SMT solvers for NRA explicitly build on ICP.
The d-complete approach behind dReal uses interval reasoning plus systematic splitting
to provide a practically useful decision procedure for bounded non-linear problems with
a controlled numerical tolerance [32) 34]. Other tools combine interval propagation with
additional mechanisms aimed at model finding; for example, raSAT augments ICP with
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testing strategies to accelerate SAT detection while keeping soundness guarantees through
validated checking [95]. Toolboxes such as SMT-RAT expose multiple cooperating techniques
for non-linear arithmetic, where interval-based modules can act as fast filters and conflict
detectors in a portfolio-style architecture [23].

Intervals as certified numerical evidence. Beyond satisfiability checking, interval
methods contribute to certificates: they can bound rounding error, prove inequalities, and
validate candidate counterexamples or invariants. Tools like Gappa combine interval rea-
soning with proof-oriented transformations to produce checkable bounds for floating-point
expressions, making interval enclosures directly useful in proof-carrying workflows [24].
This role is complementary to bit-precise SMT encodings of floating-point arithmetic: in-
tervals can provide fast, conservative pruning and human-auditable certificates, while exact
encodings remain necessary when bit-level fidelity is required.

3.5.2 Satisfiability Modulo X paradigms and hybrid techniques

From SMT to Satisfiability Modulo X. A useful perspective is to treat SMT as a
template: a Boolean search layer plus a domain-specific consistency checker. This naturally
generalizes to Satisfiability Modulo X paradigms, where X may be numerical simulation,
ODE integration, reachability checks, or even external black-box computations. The key
challenge is that X is often incomplete or approximate; interval methods can restore a
degree of soundness by wrapping X with validated bounds and providing conservative
explanations (e.g., proving that a region is inconsistent with a constraint).

0-SMT and bounded reasoning. J-complete decision procedures formalize a pragmatic
compromise: for bounded problems, return either UNSAT (exact) or 0-SAT (satisfiable under
a small relaxation). Interval arithmetic is central here because outward rounding provides
robust enclosures and makes splitting-based termination arguments practical [32] 34]. In
verification settings, this is often acceptable: a J-sat result indicates a candidate coun-

terexample within tolerance, which can then be refined or validated by higher-precision
checks.

ICP + testing + algebraic reasoning. Hybrid NRA approaches frequently combine
interval propagation with testing (randomized or guided sampling), and with algebraic
subroutines when needed. The raSAT design illustrates this pattern: ICP serves as an
over-approximate filter and UNSAT detector, while testing helps discover satisfying as-
signments sooner; additionally, validated checking can confirm candidates with guaranteed
error bounds [95]. More generally, interval-based reasoning can cooperate with algebraic
engines (e.g., NLSAT/CAD) by quickly pruning irrelevant regions so that expensive alge-
braic steps are applied only when necessary [51].
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Simulation-aware satisfiability. When constraints depend on dynamical simulation
(e.g., discrete-event or hybrid models), the theory side may be implemented as a simulation-
backed oracle. This creates a spectrum between pure SMT and simulation-driven search.
Our Satisfiability Modulo Simulation explicitly targets this setting by making simulation
part of the satisfiability loop and addressing how conflicts and refinements can be derived
from simulated traces [A.1]. Interval enclosures are a natural fit for strengthening such ar-
chitectures: they can bound numerical integration error, provide conservative reachability
bands, and turn “failed simulations” into sound refutations over regions rather than single
points.

3.5.3 Trade-offs: soundness, scalability, and modeling effort

Soundness vs. usefulness. Interval propagation is attractive because it is sound by
construction when outward rounding is enforced; it can refute entire regions and supports
validated certificates. However, for non-linear constraints it may suffer from overestima-
tion and dependency effects, leading to weak pruning and extensive splitting. J-complete
methods trade exactness for decidability and practical termination in the presence of tran-
scendentals and ODEs, yielding results that are extremely valuable for bug-finding and
counterexample search but require careful interpretation in strict proof contexts [32] [34].

Scalability and explanation power. In SMT, scalability is not only numerical: it also
depends on how well the theory solver can explain conflicts to the Boolean engine. Interval
reasoning often detects inconsistency as “no solution in this box”, but translating that into
strong, general lemmas can be non-trivial. As a result, interval-based SMT frequently relies
on search refinement (splitting, branching heuristics) rather than producing globally pow-
erful clauses. Tool architectures mitigate this by combining complementary methods (e.g.,
interval filters + algebraic refinement + testing) and by engineering efficient incremental
propagation [23], 05].

Modeling effort and boundedness assumptions. Interval-driven methods typically
benefit from explicit variable bounds; many practical 6-SMT and ICP-based solvers assume
bounded domains to guarantee termination and meaningful enclosures. In verification, such
bounds may come from physical constraints, design envelopes, or user-provided invariants;
when absent, the modeling burden increases and the solver may need additional abstraction
layers or heuristics to avoid diverging refinements.

Positioning for interval CSP acceleration. For interval CSP research, SMT pro-
vides both a consumer and a competitor: it offers mature Boolean search, standard-
ized formats, and a broad user base, while interval CSP offers strong numerical prun-
ing and enclosure guarantees. The most promising direction is therefore hybridization:
reusing SMT infrastructure for Boolean structure and explanations, while supplying high-
performance interval kernels (propagation, evaluation, splitting heuristics) as theory-level
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building blocks—especially when the numerical backend can be accelerated or compiled
effectively in modern compiler stacks.

3.6 Interval Arithmetic on Machine Learning Infrastruc-
ture

Machine-learning (ML) frameworks and their compiler stacks have evolved into highly
optimized execution platforms for tensor-style numerical kernels. Although originally mo-
tivated by training and inference workloads, the underlying abstractions—dataflow graphs,
tensor primitives, automatic differentiation (AD), and aggressive compilation—are equally
applicable to verified numerical computing tasks whose computational core is dominated
by large numbers of vectorized elementary operations. Interval arithmetic (IA) fits this
pattern particularly well: most interval extensions of real-valued expressions are composed
of a small set of primitive operations (add, mul, div, elementary functions) applied ele-
mentwise over large arrays of boxes or samples. Consequently, ML infrastructure can be
repurposed as a high-performance numerical backend for interval methods, provided that
the system can enforce (or safely emulate) outward rounding and preserve sound enclosures.

A second motivation is software portability. Modern ML stacks already target het-
erogeneous devices (CPU/GPU/TPU and increasingly edge accelerators) via unified in-
termediate representations and multi-target compilation pipelines. This directly addresses
a recurring engineering barrier in interval CSP solvers: maintaining multiple specialized
backends (SIMD CPU kernels, CUDA kernels, FPGA kernels) while keeping semantics

consistent, especially around floating-point corner cases.

3.6.1 ML frameworks as numerical backends: TF/XLA and compiler
stacks

Graphs, tensor IRs, and performance portability. TensorFlow popularized a com-
putation model based on dataflow graphs whose nodes are numerical operators and whose
edges carry (possibly large) tensors; the same computation can be mapped to CPUs, GPUs,
and distributed devices with minimal source changes [I]. In this setting, interval computa-
tions can be expressed as graph programs that evaluate interval extensions of expressions
over batched boxes: the solver supplies domains (lower/upper bounds) as tensors, while
propagation /evaluation kernels implement contractors or enclosure computations.

XLA-style compilation and kernel fusion. Graph compilers such as XLA (and re-
lated ecosystems) optimize tensor programs using operator fusion, algebraic simplifica-
tion, layout assignment, and code generation to reduce memory traffic and improve device
utilization. This is particularly relevant for interval methods, where naive implementa-
tions often suffer from bandwidth limitations due to repeated materialization of inter-
mediate intervals. Fusing sequences of interval primitives (e.g., polynomial evaluation,
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constraint residuals, Jacobian-like quantities) into a small number of device kernels can
shift performance from memory-bound to compute-bound regimes, which is often decisive
for throughput-oriented Branch-and-Prune workloads.

MLIR and multi-level lowering. A key enabler for reusing ML infrastructure outside
classical ML is the presence of reusable compiler frameworks that support multiple ab-
straction levels. MLIR was introduced as an extensible infrastructure that can represent
computations from high-level tensor operators down to low-level loops and target-specific
code, with dialect-based extensibility [568, 57]. In an interval setting, this is attractive for
two reasons: (i) it provides a structured way to introduce an “interval dialect” or interval-
aware rewrites while still benefiting from existing optimization passes, and (ii) it facilitates
lowering the same interval program to multiple hardware targets.

StableHLO and deployment-oriented stacks (IREE). Recent OpenXLA efforts em-
phasize stable operator sets and portable IR boundaries between frameworks and compilers.
StableHLO aims to serve as a backward-compatible, versioned operator set that decou-
ples frontend frameworks from backend compilers and runtimes [73]. On the deployment
side, IREE provides an MLIR-based end-to-end compiler and runtime that lowers ML-
style programs to efficient executables across server and edge environments [49]. From
the perspective of interval CSP acceleration, such stacks are appealing because they make
it plausible to (a) compile interval kernels ahead-of-time for constrained devices, and (b)
reuse the same intermediate representation for benchmarking across hardware platforms
with minimal engineering overhead.

Broader compiler ecosystems beyond TF/XLA. While this dissertation focuses on
ML-centric infrastructures (TF/XLA/StableHLO/IREE), related compiler stacks such as
TVM also demonstrate that tensor-operator graphs can be compiled into high-performance
kernels across diverse backends [20]. These systems reinforce the general claim: once inter-
val computations are expressed as tensor programs with well-defined primitives, compiler-
driven optimization and code generation become viable alternatives to hand-written kernels
for each architecture.

3.6.2 Design patterns: two-tensor encoding vs composite types vs
custom ops

Integrating interval arithmetic into an ML framework raises a central design question: how

should an interval be represented and how should interval primitives be implemented so

that both semantics (soundness) and performance (fusion, vectorization, portability) are
preserved? In practice, three patterns dominate.

Two-tensor (SoA) encoding. The most direct approach represents an interval ten-
sor as a pair of ordinary tensors: one for lower bounds z and one for upper bounds 7.
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Each interval primitive is implemented via standard elementwise tensor ops acting on the
pair. This pattern is appealing because it requires no new types and composes naturally
with broadcasting, batching, device placement, and existing graph optimizers. It also inte-
grates smoothly with ML frameworks’ automatic differentiation infrastructure at the purely
mechanical level (because computations remain ordinary tensor programs), although the
mathematical meaning of gradients for interval bounds must be handled with care.

The drawback is cost: the representation doubles storage and memory bandwidth, and
it often increases the number of intermediates. Whether this overhead is mitigated by com-
piler fusion depends on the exact graph structure. In addition, two-tensor encoding makes
it easy to accidentally violate soundness if rounding is not controlled consistently for both
bounds, especially in sequences of mixed operations where cancellation and dependency
effects amplify small rounding differences.

Composite types (AoS) inside the TR /type system. A more principled option is
to introduce a first-class interval type (e.g., a struct holding (z,7)) in the framework’s
type system or in an intermediate representation dialect. This can reduce “semantic
impedance”: interval values are explicit, and interval rewriting rules can be applied at
the graph/IR level (common-subexpression elimination for interval subgraphs, domain-
specific fusion patterns, elimination of redundant bound computations, etc.). It also opens
a path to memory layouts better aligned with the intended access pattern (AoS vs SoA)
and to domain-specific optimizations, potentially yielding fewer temporaries and better
register reuse.

However, composite types are intrusive. They require extending kernels, serialization
formats, shape inference, device runtimes, and often AD rules. Furthermore, many accel-
erator backends and vendor libraries are optimized around primitive tensor element types;
introducing composite element types can hinder interoperability and may force lowering
back to SoA at some stage, partially negating the conceptual advantage.

Custom ops and mixed granularity. A pragmatic middle ground is to keep the in-
terval representation external (often as two tensors) but implement key interval primitives
as custom operations (C+4/CUDA/ROCm kernels, or “custom calls” in a compiler IR).
For example, interval multiplication or transcendental interval functions may be imple-
mented as single fused kernels that compute both bounds with guaranteed outward round-
ing and minimal temporaries. This provides fine-grained control over rounding, special
cases (NaNs, infinities, subnormals), and hardware intrinsics, and it can deliver predictable
performance on critical paths.

The trade-off is portability and optimizer visibility: if an interval primitive is opaque to
the graph compiler, it may limit cross-op fusion and algebraic simplification. In practice,
successful designs often combine coarse-grained custom ops for numerically sensitive prim-
itives with graph-level composition for the rest, or they provide compiler-visible semantics
via custom-call lowering interfaces.
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Implications for contractors and solver structure. For interval CSP solvers, the
best pattern may depend on the workload. If the bottleneck is repeated evaluation of
moderately complex expressions over large batches of boxes, graph-level fusion and com-
pilation (favoring SoA or IR-visible composite types) can be decisive. If the bottleneck is
a small set of expensive primitives (division, elementary functions, interval Newton steps,
bound-tightening transforms), custom ops can dominate. A hybrid strategy—graph com-
position plus a carefully chosen set of custom interval kernels—often offers the best balance
between performance portability and semantic control.

3.6.3 Directed rounding emulation (e.g., nextafter-based) and cost
drivers

Why directed rounding is the friction point. Sound interval arithmetic relies on
outward rounding: lower bounds must be rounded toward —oo and upper bounds to-
ward 400 to guarantee enclosures under floating-point evaluation. IEEE 754 specifies
directed rounding modes and associated semantics [48], but many ML accelerators and
GPU programming models effectively operate in round-to-nearest mode only, or provide
limited/expensive control over rounding modes. Moreover, compiler optimizations (re-
association, fusion into FMA, contraction of expressions) can change rounding behavior
unless explicitly constrained. This creates a fundamental tension: ML compilers want to
transform arithmetic freely for performance, whereas IA needs tight control to preserve
soundness.

Nextafter-based enclosure inflation. A common practical technique is to compute an
expression in round-to-nearest and then inflate the result to the next representable floating-
point number in the outward direction using a successor/predecessor operation such as
nextafter. For many elementary operations, this produces a conservative enclosure with
modest implementation effort. The approach is attractive in ML frameworks because it
can often be expressed using available primitives and lowered to device code uniformly.

However, the costs are non-trivial: (i) extra instructions per operation (or per fused
group), (ii) increased register pressure and reduced vectorization efficiency, (iii) potential
lowering to library calls on certain devices, and (iv) interaction with fast-math modes and
fused operations. If the compiler fuses operations aggressively, it may become unclear
where to apply inflation to preserve a formally justified enclosure; applying nextafter
after each primitive is safe but can be overly pessimistic and expensive, while applying it
only at the end requires careful error accounting.

Alternative strategies and numerical analysis considerations. Instead of per-op
inflation, one may use forward error bounds for fused kernels and inflate once using a
derived error term. This connects interval implementation directly to classic rounding-
error analysis [42, 66]. Such approaches can reduce overhead and overestimation, but they
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require more sophisticated kernel design and are sensitive to target-specific details (FMA
contraction, denormal handling, transcendental approximations).

Cost drivers in ML infrastructure. In ML-compiler settings, the overhead of sound
rounding is typically dominated by: (i) increased operation count (inflation, masking,
special-case handling), (ii) reduced fusion opportunities when strict semantics prevent
reassociation, (iii) memory traffic when SoA encodings prevent reuse of intermediates,
(iv) divergence introduced by exceptional-value handling (NaNs; infinities, sign-dependent
branches), and (v) reproducibility constraints in parallel reductions (non-deterministic
summation order can widen enclosures and complicate debugging). These drivers mo-
tivate careful placement of soundness-preserving barriers, explicit control of compiler flags
(fast-math vs strict), and the use of custom kernels where semantics must be enforced
precisely.

Relevance to interval CSP acceleration. For interval CSP workloads, rounding-
emulation overhead must be evaluated end-to-end: tighter enclosures reduce branching
and prune more aggressively, potentially offsetting per-op costs. Conversely, overly pes-
simistic inflation can degrade pruning and increase the number of boxes explored. This
makes the ML-infrastructure approach inherently a co-design problem: representations,
compiler constraints, rounding emulation, and solver heuristics must be tuned together
rather than optimized in isolation.
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CHAPTER 4

Method: The Layered Abstraction
Model (LAM)

This chapter presents the Layered Abstraction Model (LAM), the primary methodological
contribution of this dissertation. LAM is a conceptual decomposition of interval constraint
satisfaction solving into four levels (LO-L3), paired with explicit interface contracts. Its
purpose is not to re-describe well-known branch-and-prune solvers, but to provide a method-
level scaffold that makes (i) correctness boundaries, (ii) computational patterns, and (iii)
acceleration opportunities separable and attributable.

This separation is essential for modern compiled and heterogeneous computing en-
vironments, where performance increasingly hinges on batching, fusion, and graph-level
optimization (e.g., in ML compiler stacks and runtimes), and where it is crucial to sepa-
rate regular, compiler-friendly numeric kernels from control-driven, irregular parts of the
solving process.

Contributions of LAM in this dissertation.

o We formalize a four-level decomposition (L0O-L3) for interval CSP solving, grounded
in our prior work [A.2], and elevate it to a methodological tool that enables systematic
reasoning about each level in isolation.

o We define a shared data model and interface contracts across levels (intervals/boxes,
expression graphs, contractors, and work items), enabling modular reasoning about
soundness and performance.

o LAM exposes the dominant computational patterns and constraints underlying in-
terval CSP solving (e.g., regular numeric kernels vs. control-driven loops, data-
movement bottlenecks, and convergence/scheduling dependencies), providing a prin-
cipled basis for optimization and acceleration.
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o We use LAM as an analysis lens: Chapter [5| derives a layer-by-layer acceleration
design space and identifies cross-level constraints that shape system design choices
across modern computational backends (e.g., ML compiler stacks and runtimes).

4.1 Purpose and Scope

4.1.1 Why a layered model for interval CSP solving and acceleration

Interval constraint solving couples two qualitatively different kinds of computation. On
the one hand, most pruning steps ultimately reduce to evaluating numeric expressions over
interval domains, repeatedly applying outward-rounded arithmetic and elementary func-
tions. On the other hand, a complete solver must implement control-intensive mechanisms
such as fixpoint propagation loops, scheduling of narrowing operators, and search-space
exploration via branching. This mixture is the main reason why performance engineering
of interval solvers is difficult: the dominant bottlenecks depend on the granularity at which
one observes the computation.

The LAM addresses this by introducing a level-of-abstraction perspective. Instead of
treating an interval solver as a monolithic branch-and-prune loop, LAM separates the stack
into four levels: (LO) interval arithmetic primitives, (L1) expression evaluation over inter-
vals (including graph/DAG traversal patterns), (L2) constraint propagation (contractor
scheduling and fixpoint computation), and (L3) search-space exploration (branching, box
selection, and termination rules). Each level exposes a characteristic computation pattern
and, crucially for this dissertation, a characteristic mapping to modern compilation and
execution substrates.

From the acceleration standpoint, this separation is particularly useful on machine-
learning compiler stacks and runtimes. The lower levels (LO-L1) naturally admit vector-
ization, batching, and graph-level optimizations, and can often be expressed as tensor-style
kernels. In contrast, L2-L3 typically remain dominated by dynamic control flow, irregular
worklists, and data-dependent branching. LAM thus provides a method-level vocabulary
for stating (and later measuring) where compilation and fusion help, where they do not,
and what the associated overheads are.

4.1.2 Scope and assumptions (what the model covers)

The model targets interval CSPs over real-valued variables represented by axis-aligned
boxes (Cartesian products of intervals). Constraints may be equalities and inequalities and
may involve nonlinear expressions constructed from standard arithmetic operations and
elementary functions. LAM is intentionally agnostic to the concrete consistency notion
and contractor choice at the propagation level: one may implement L2 using different
contractor families and scheduling strategies, as long as they satisfy the basic contract of
sound domain reduction.
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Soundness is assumed at the arithmetic boundary: interval evaluations and contractions
are required to enclose the corresponding real-valued semantics. In practice, this means
that the implementation must account for directed rounding (either via native hardware
modes or via controlled emulation) and must treat floating-point effects explicitly. The
chapter does not attempt to redefine the formal semantics of interval arithmetic; rather, it
specifies where such assumptions enter the solver stack and how they constrain implemen-
tation decisions.

Finally, LAM is a design and analysis device. It describes interfaces and responsibilities
of the levels, and it is used to guide how solver components can be mapped onto ML
infrastructure. It is not restricted to a single programming language or runtime, and
it does not prescribe one “best” global strategy; instead, it aims to make alternative
implementations comparable by exposing which level they optimize and which contracts
they rely on.

4.1.3 Positioning: relation to standard branch-and-prune descriptions

A common high-level description of interval-based solving is a branch-and-prune (or branch-
and-contract) process: domain contraction is repeatedly applied to a box, and when con-
traction stalls, the box is split and the process continues recursively until a termination
criterion is met. This viewpoint is standard in interval analysis and interval constraint solv-
ing, and it naturally emphasizes the interplay between pruning (consistency/contractors)
and search. [50], 41]

LAM is compatible with this standard description but refines it in two ways. First,
it separates the numerical core (interval arithmetic) from expression-level evaluation and
from propagation-level scheduling, making explicit where rounding control, batching, and
kernel fusion are applicable. Second, it clarifies how contractor-based solvers can be viewed
as compositions of operators with different granularities (from expression-local narrowing
to global propagation strategies), which is important when the implementation target is a
compiler/runtime optimized for numerical graphs rather than for irregular control. [11], 19

In the remainder of this chapter we define the four levels and their interfaces, and we
use them as a method-level scaffold for the analysis and system design developed later in
the dissertation.

4.2 The 4-Level Decomposition

4.2.1 Bird’s-eye view: from search to arithmetic (L3 — LO)

At the highest level, an interval CSP solver can be viewed as an iterative branch-and-prune
process. Starting from an initial box, the solver alternates between (i) pruning the current
domains by enforcing selected consistency properties (via contractors / propagation), and
(ii) branching by splitting boxes when pruning stagnates, until a termination criterion
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is met (e.g., sufficiently small boxes, infeasibility, or proof of existence/uniqueness for a
solution region). [50, [41]

LAM refines this bird’s-eye view by making explicit the stack of computations that the
branch-and-prune loop orchestrates. Level 3 (search) is responsible for the global control:
selecting boxes, deciding when and how to split, and collecting results. For each selected
box, Level 2 (propagation) executes a contraction workflow, typically a fixpoint computa-
tion driven by a worklist of narrowing operators. Propagation, in turn, repeatedly invokes
Level 1 (expression evaluation), which evaluates interval extensions of the underlying con-
straint expressions (often represented as trees/DAGs or computational graphs), producing
sound enclosures for intermediate subexpressions and enabling localized narrowing steps.
Finally, Level 0 (interval arithmetic) provides the primitive outward-rounded operations
and elementary functions upon which all higher levels rely.

The direction L3 — LO is therefore the natural runtime orchestration perspective:
search calls propagation, propagation calls evaluation, and evaluation reduces to interval
arithmetic. In the remainder of this chapter we keep this operational intuition, but we
defer the detailed, bottom-up discussion of the level responsibilities (L0-L3) to Chapter
reflecting the dependency structure of correctness assumptions and implementation choices.

4.2.2 Origin of the decomposition

The four-level decomposition used in this dissertation is based on our MECO 2022 work,
where we introduced the idea of decomposing interval constraint satisfaction into abstrac-
tion levels and used this perspective to discuss implementation and acceleration opportu-
nities. [A.2]

In this dissertation, we adopt the same decomposition as a method-level scaffold. Its
role is not to replace standard solver descriptions, but to provide a stable vocabulary and
a set of interfaces that (i) separate numerical soundness obligations from solver control,
and (ii) allow us to reason systematically about which parts of the solver can be expressed
as regular, compiler-friendly numeric kernels and which parts remain inherently control-
driven. This becomes particularly relevant when the intended execution substrate is a
machine-learning compiler stack and runtime, where performance benefits largely come
from batching, fusion, and graph-level optimization—mechanisms that naturally apply to
the lower levels of the stack.

4.2.3 Level responsibilities (L0-L3) and cross-level invariants
We summarize the responsibilities of each level as follows (Figure [4.1)):
o LO: Interval arithmetic. Defines the primitive operations on intervals (basic
arithmetic, comparisons, and elementary functions) with an explicit commitment to

sound enclosures under finite-precision computation. In practice, this means that
results must satisfy the inclusion property, typically achieved via directed rounding

48



4.2. The 4-Level Decomposition

as standardized by IEEE 1788 and widely discussed in interval analysis literature.

A7, [64]

L1: Expression evaluation. Specifies how composite constraint expressions are
evaluated over intervals, including choices of representation (trees vs DAGs / graphs),
traversal strategies, reuse of intermediate results, and batching/vectorization oppor-
tunities. L1 is the main bridge between symbolic structure (constraint syntax) and
numerical execution (L0), and it is therefore the main point where compiler optimiza-
tions (common-subexpression elimination, fusion, kernel formation) can be exploited.

L2: Constraint propagation. Organizes narrowing operators (contractors) into
propagation workflows, typically by scheduling them in a worklist until a fixpoint
(or a prescribed iteration limit) is reached. L2 is where consistency notions and
solver heuristics meet computation: it controls when L1 evaluations are triggered,
how information is propagated between variables, and how convergence is detected.

L3: Search space exploration. Controls branching and global exploration of
boxes (selection, splitting, termination, and result aggregation). L3 is responsible
for completeness trade-offs (e.g., exhaustive search vs time/precision cutoffs) and for
exploiting search-level parallelism (multiple boxes processed concurrently).

Level 3: Branch & Prune
queue: interval boxes
(search space splitting)

A

Y

Level 2: Constraint propagation
gueue: constraints / narrowing operators

A

A

Level 1: Evaluation/differentitation/inversion
formula parse tree: forward/backward traverse

A

Y

Level O: Interval arithmetic

Figure 4.1: Layered Abstraction Model (LAM)
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Across all four levels, LAM relies on a small set of cross-level invariants:

o Soundness / enclosure invariant: any numerical computation that removes val-
ues from a domain must do so safely, i.e., only values proven inconsistent with the
constraints are removed. This invariant is anchored at LO (outward rounding and
correct interval extensions) and must be preserved by all compositions at L1-L3.
[47, 64]

o Monotone narrowing invariant: propagation and contractors are required to
be contracting operators on boxes (they return a subset box, possibly unchanged),
ensuring that pruning is well-defined and that repeated application cannot enlarge
domains.

o Separation of concerns: L0 and (to a large extent) L1 can be treated as side-effect-
free numeric computation with well-defined inputs/outputs, while L2 and 1.3 manage
stateful control (worklists, branching decisions, stopping criteria). This separation is
essential for mapping parts of the solver to compiler-optimized graphs while keeping
global control explicit.

o Termination discipline: since exact fixpoints and exhaustive search are gener-
ally unattainable in finite time, the solver must define explicit termination criteria
(precision thresholds, iteration limits, queue exhaustion, or proof-based stopping con-
ditions) and report results accordingly.

4.2.4 An example of interval CSP and level responsibilities

To ground the discussion, we use a small nonlinear interval CSP as an example. Let
(z,y) € R? be constrained by

filz,y) =2 +y* —1=0, (4.1)
fQ(xay) :y—JZ:O, (42)

with an initial search box = € [-2,2], y € [-2,2]. Geometrically, the solution set is the
intersection of the unit circle and the diagonal line, yielding two solutions.

This example illustrates all four levels in a compact form. At L3, the solver decides
whether and how to split the current box (e.g., bisecting the widest interval). At 1.2, a
propagation loop repeatedly applies contractors derived from f; and fs to reduce the box.
Those contractors invoke L1 to evaluate interval extensions of subexpressions (e.g., x2,
y?, 22 + 3y, and y — z) and to combine them in ways that enable narrowing. All these
evaluations ultimately rely on LO operations (interval multiplication, addition, subtraction,

and outward rounding).
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4.3 Shared Data Model and Interfaces

A layered decomposition is only useful if the levels agree on what is being exchanged and
what correctness means at the interfaces. In LAM, the shared data model is intentionally
small: (i) intervals and boxes as the semantic carrier of uncertainty and enclosures, (ii)
expression graphs as the executable form of numeric constraints, (iii) contractors as the
pruning interface, and (iv) work items that make scheduling, batching, and caching explicit.
This section defines these artifacts and the invariants they must satisfy so that subsequent
levels can be implemented and optimized independently, yet remain composable end-to-
end.

4.3.1 Intervals and boxes (representation requirements)

At the lowest interface, the solver state is a Cartesian product of intervals (a boz). An
interval [l,u| represents a sound enclosure of an unknown real value, and a box B =
I; x --- x I, encloses a set of candidate solutions in R™. Throughout LAM, we treat
intervals as semantic objects rather than a particular in-memory layout; nevertheless, the
representation must support the following requirements:

o Totality of the domain: endpoints may be finite or infinite; an explicit empty
interval representation is required (to signal contradiction / pruning to ().

o Inclusion (soundness) contract: every level must preserve the enclosure property.
In practice, this means outward rounding (or a verified enclosure mechanism) for
every primitive arithmetic operation used to build higher-level computations.

o Canonicalization and determinism: normalization rules (e.g., | < u, stable
empty encoding) and deterministic behavior across platforms are crucial because
higher levels rely on reproducible pruning decisions and cache keys.

o Vector form: the representation must admit bulk operations over many inter-
vals/boxes (SIMD/SIMT), because LAM explicitly targets batching as a first-class
performance strategy.

A box representation must additionally define a stable variable ordering and a clear
policy for projection and sub-box extraction (used by splitting and by contractors
that operate on subsets of variables). This matches the practice in established interval
CSP solvers, where the box is the fundamental carrier of state through propagation and
search [38].

4.3.2 Expressions: trees/DAGs and computational graphs

Numerical constraints are ultimately evaluated as expressions over variables (and con-
stants), but LAM distinguishes between two closely related graph forms that serve different
purposes:
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Expression DAG (solver view). For constraint reasoning, it is convenient to model
each constraint as an expression DAG with explicit sharing of common subexpressions.
Compared to a pure tree, a DAG enables common-subexpression elimination, memoiza-
tion of intermediate enclosures, and consistent reuse of derived quantities (e.g., repeated
nonlinear terms) across multiple contractors. Nodes are typed by operation (unary/binary
+,—, X, /, elementary functions, comparisons) and carry minimal metadata (arity, shape
/broadcasting rules when vectorized, and rounding/enclosure mode).

Computational graph (backend view). When mapping L1/L0 computations onto
ML infrastructure, the same DAG is lowered into a backend computational graph where
node semantics are realized by tensor kernels. This graph may introduce additional struc-
ture (explicit batching dimension, layout transforms, fused kernels) and may be subject to
compiler passes (fusion, CSE, constant folding). From LAM’s perspective, the key require-
ment is that the lowered graph preserves interval semantics and exposes compilation
boundaries suitable for caching and reuse [1], [5§].

Interface contract. The interface between the solver front-end and the numerical back-
end is therefore defined as: (i) a canonical expression DAG (hashable and stable under
alpha-renaming / variable ordering), (ii) a lowering procedure that produces an executable
computational graph, and (iii) a proof obligation that the compiled graph is a sound im-
plementation of the interval extension of the original expression. This separation is what
allows LAM to discuss compiler-level optimization (L1) without conflating it with propa-
gation logic (L2).

4.3.3 Constraints/contractors and composition granularity

LAM adopts the contractor abstraction as the primary interface for pruning. A contractor
is a function C' that maps a box to a (possibly) smaller box:

C(B) C B,

while preserving soundness: if x is a solution consistent with the constraint modeled by C'

and z € B, then € C(B) (i.e., contractors must not remove real solutions). This view

naturally supports both elementary contractors (e.g., one constraint, one propagation rule)

and composite contractors (e.g., a network of constraints executed to a local fixpoint).
Two design dimensions matter for LAM:

o Composition operators. Contractors can be sequenced, iterated to a fixpoint,
or combined in structured networks. LAM treats these operators as L2 concerns
(scheduling and convergence), while the numerical evaluation inside contractors be-
longs to L1/L0.

o Granularity. Fine-grained contractors increase scheduling flexibility but create
overhead (graph build, kernel launch, memory traffic). Coarse-grained contractors
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improve arithmetic intensity and batching opportunities, but may reduce pruning
strength or responsiveness of the propagation loop.

This framing aligns with contractor programming as used in the IBEX ecosystem, where
global solving is built from contractor composition plus search [71]. In LAM, the novelty is
not the existence of contractors per se, but making their mapping to compilation units and
batching units explicit as an interface property rather than an implementation accident.

4.3.4 Work items and scheduling metadata (queues, batches)

Finally, LAM makes the unit of work explicit to connect L3 search with L2 propagation and
with L1/L0 execution on accelerators. A work item is a record that minimally contains:

e}

a box B (current domain enclosure),

o

a status (active / proven infeasible / accepted solution / undetermined),
o search metadata (depth, split history, heuristic score / priority),

o propagation metadata (which contractors are pending, last-change stamps, or a
lightweight dependency mask),

batching and caching keys used by the numerical backend (e.g., expression /contractor
identifiers, compiled-graph handle, preferred batch size class).

e}

Work items are stored in queues (or priority queues) at L3 and may be grouped into
batches before entering L2/L.1. The crucial interface point is that batching must not change
solver semantics: it is a performance transformation that reorders and groups evaluations,
but preserves the enclosure and pruning contracts. Explicit work-item metadata is also
what enables a clean separation of compilation time versus execution time in the results
chapter: compilation is triggered by a cache miss on a graph key, while steady-state solving
amortizes execution over many work items [I].

4.4 How LAM is used throughout the dissertation

LAM is used in two complementary ways. First, it provides a stable vocabulary and a
set of interfaces that allow us to state which properties must hold at each boundary (e.g.,
outward rounding and inclusion at L0, enclosure-preserving evaluation at L1, semantics-
preserving batching and scheduling at 1.2/L3). Second, it serves as an analytical tool: by
isolating levels with distinct computational structure, we can reason about acceleration
opportunities and limitations per level, and then study their interactions explicitly rather
than implicitly mixing concerns.

In particular, the decomposition enables us to (i) separate compilation-time costs from
steady-state execution time via explicit work-item metadata, (ii) distinguish data-parallel
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numeric kernels from control-heavy orchestration, and (iii) map each level to the most
suitable execution substrate. The remainder of this dissertation repeatedly refers to LO-L3
when introducing implementation choices, experiments, and results.

4.5 Summary

This chapter introduced LAM as a method-level scaffold for interval CSP solving, defined
the four-level decomposition, and specified the shared data model and interface contracts
that make level boundaries explicit. The next chapter applies LAM to develop a system-
atic acceleration analysis and design space for each level, and to identify the cross-level
constraints that must be respected to preserve solver soundness.
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CHAPTER 5

LAM-Guided Acceleration Analysis and
Design Space

This chapter applies the Layered Abstraction Model (LAM) introduced in Chapter 4] as
an explicit analysis tool. The goal is to derive a coherent acceleration design space for
interval CSP solving by studying each level (L0-L3) in isolation, while keeping the cross-
level correctness contracts visible. Rather than presenting final performance claims, we
identify the dominant computational patterns and constraints that determine which parts
of the solver can be mapped to regular numeric kernels (and thus benefit from ML compiler
optimizations), and which parts remain inherently control-driven and irregular.

5.1 Analysis questions and scope

For each level, we organize the discussion around the same set of questions:
o What are the dominant costs (compute vs memory traffic vs control overhead)?
o What forms of parallelism and batching preserve solver semantics and soundness?
o Where are compilation boundaries and how can compilation costs be amortized?

Which invariants must hold at level interfaces (e.g., inclusion/soundness, enclosure-
preserving evaluation, fixpoint semantics)?

e}

o What are the expected trade-offs when targeting an ML infrastructure (fusion, vec-
torization, graph rewrites) and heterogeneous hardware?

5.2 Level 0: Interval Arithmetic

Level 0 (LO) provides the numerical foundation of the Layered Abstraction Model (LAM).
All higher levels—expression evaluation (L1), constraint propagation (1.2), and search
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(L3)—rely on the assumption that LO operations produce sound enclosures: the true real
result must be contained in the produced interval. Consequently, the LO specification must
make the intended semantics explicit and must precisely define the relationship between
real arithmetic and its finite-precision implementation.

5.2.1 Operation set and semantics

We adopt the standard, set-based view of intervals. An interval is interpreted as a closed,
connected subset of R, typically represented as X = [z, 7| with z < 7 [47, [64]. At the level
of solver integration, L0 exposes an interval tensor abstraction: each element is an interval,
and all operations are applied elementwise (with standard broadcasting rules when mapped
to tensor backends).

For a real-valued operation o : R¥ — R, its interval extension is defined (conceptually)
by

o(X1,..., X)) = hull({o(:vl, ) @€ Xi}>,

where hull(-) denotes the minimal enclosing interval [47, [64]. In practice, LO implements a
finite set of primitive operations sufficient to build the interval kernels used in L1 and the
contractor patterns used in L2. The core set comprises:

o basic arithmetic: +, —, X, + (with division defined over domains that exclude zero,
otherwise producing a conservatively widened enclosure, potentially including infini-
ties),

o elementary monotone operations commonly needed by constraints: abs, square, sqrt
(when applicable),

o selected transcendental functions used by benchmarks and common modeling pat-
terns (e.g., exp, log), provided they are backed by a sound rounding strategy (Sec-

tion .

Two invariants are central for LAM: (i) enclosure (soundness): the mathematical result
is contained in the computed interval; (ii) canonicalization: returned bounds respect x < T
and represent special cases (empty sets, infinities) in a consistent way compatible with the
chosen interval standard and downstream algorithms [47]. These invariants are assumed
(not re-verified) by L1-L3 to avoid pervasive guard logic at higher layers.

5.2.2 Directed rounding strategy (native vs emulation) and correct-
ness envelope

Sound interval arithmetic over floating-point endpoints requires outward rounding: lower

bounds must be rounded toward —oo and upper bounds toward 400 so that rounding

error never violates enclosure [47, [37]. At the hardware level, IEEE 754 defines directed
rounding modes and specifies the expected semantics of basic floating-point operations
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under these modes [48]. When a backend can reliably execute with directed rounding, the
implementation is straightforward: each bound is computed in the appropriate rounding
mode.

However, many modern compiler stacks and accelerator backends expose only round-
to-nearest execution (or do not allow inexpensive per-operation rounding-mode switches).
In such environments, a practical alternative is directed rounding emulation: compute a
candidate bound using round-to-nearest and then widen it by at least one representable
step using nextafter-style adjustment. This approach is attractive on ML infrastructures
because it can often be expressed in the same graph as the arithmetic and then opti-
mized /fused by the compiler [A.3].

The key methodological point is that emulation must come with an explicit correctness
envelope: a stated condition under which the widening is guaranteed to restore enclosure.
For correctly rounded basic operations (as modeled by IEEE 754), a one-ulp outward
adjustment is sufficient in principle [48|, 37]. For operations whose implementations are
not guaranteed to be correctly rounded (notably many transcendental functions), simply
applying nextafter to the returned value may be insufficient to guarantee enclosure unless
additional properties are ensured (e.g., correct rounding, faithful rounding with known
error bounds, or verified monotonic enclosures on the relevant domain).

Therefore, L0 distinguishes two classes of primitives:

1. IEEE-basic primitives (e.g., +, —, x,+,4/*): enclosure can be enforced via na-

tive directed rounding when available, or via a conservative widening rule under an
[EEE 754-style error model [48], 37].

2. Library-dependent primitives (selected transcendental functions): enclosure re-
quires either (a) a correctly rounded (or otherwise validated) elementary-function
implementation, or (b) a fallback strategy based on higher precision / reference eval-
uation that derives a provable enclosure. Correct rounding for elementary functions
has been studied extensively; for instance, verified/correctly rounded logarithms in
double precision have specialized algorithms [25], and multiple-precision libraries such
as MPFR provide correct rounding as a basis for rigorous error control [30].

In the context of LAM, this separation matters because it makes the soundness bound-
ary explicit: higher levels may freely compose L0 operations without tracking numerical
error, but only if the L0 contract (enclosure under the declared envelope) is satisfied.

5.2.3 Implementation options on ML infrastructure (native/composite
/custom ops)

When mapped to machine-learning infrastructures, L0 is implemented as an element-
wise interval tensor algebra. Our work evaluates three practical realization paths within
TensorFlow-like ecosystems:
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1. Native (two-tensor) encoding. Each interval tensor is represented by two ten-
sors (X, X) of the same shape and dtype. Interval operations are written as pure
compositions of existing tensor primitives, enabling tracing, graph compilation, and
backend portability. This approach minimizes engineering effort and benefits from
compiler optimizations (fusion, vectorization), but it increases memory traffic and
operation count compared to point arithmetic.

2. Composite interval types. Intervals are represented as first-class composite ob-
jects (e.g., extension types) that encapsulate (X, X) while preserving compatibility
with tracing/serialization. This improves code clarity and enables richer interfaces
(e.g., width, midpoint, metadata), but may introduce overheads at the Python/object
boundary and may interact nontrivially with graph optimizers.

3. Custom kernels (custom ops). Interval primitives are implemented as dedicated
backend operators (C++/CUDA/MLIR kernels). This path offers maximal control
over corner cases, rounding/widening policies, and opportunities for fused implemen-
tations that reduce intermediate materialization. The trade-off is significantly higher
development and maintenance cost, including ABI/API stability and multi-backend
support.

LAM treats these as interchangeable L0 realizations as long as they satisfy the same
semantic contract and correctness envelope (Sections [p.2.1H5.2.2). This abstraction is
important for the results chapter: it allows performance and scalability to be discussed
in a structured way, separating (i) semantic requirements (soundness, rounding) from (ii)
engineering choices (representation, kernel fusion, memory layout) and (iii) backend-specific
constraints (compiler stack, available primitives, device support).

5.3 Level 1: Expression Evaluation

Level 1 (L1) bridges symbolic constraint structure (L2) and elementary interval operations
(LO). Its responsibility is to evaluate numerical expressions over boxes efficiently and
repeatedly, while preserving the soundness guarantees established at L0. In LAM terms,
L1 provides the reusable “numeric kernels” that L2 calls inside propagation loops, and that
L3 invokes indirectly through L2 across large populations of boxes.

Concretely, L1 takes (i) an expression representation (tree/DAG or a framework graph)
and (ii) one or more input boxes (typically a batch produced by L3 or selected by L2
scheduling), and returns interval enclosures for the expression outputs (and, optionally,
auxiliary quantities such as partial derivatives or intermediate subexpression intervals when
needed by specific contractors). While L0 defines the semantics of each primitive operation
under directed rounding, L1 defines how a whole expression is staged, vectorized, compiled,
and executed so that repeated evaluation becomes fast enough to amortize compilation and
to keep propagation from being dominated by interpreter overhead.
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5.3.1 Vectorization and batching patterns

Expression evaluation is a throughput-oriented workload: the same expression (or a small
set of expressions) is evaluated many times for different boxes during propagation and
search. Therefore, L1 is defined around batching as a first-class concept and offers multiple
vectorization axes.

Batching across boxes (search-parallel dimension). The most common pattern is
to evaluate a fixed expression over a batch of B boxes: each variable z; is represented
by a pair of tensors containing lower/upper bounds, e.g., 1;,u; € R? (or F? for floating-
point). This “box-batch” layout matches ML backends well: the batch dimension be-
comes a natural vectorization axis for SIMD/SIMT execution, and elementwise interval
kernels map to dense tensor kernels. The batch size B is a tunable parameter that trades
off occupancy /throughput against memory footprint and compilation/shape specialization
overhead (see below).

Batching across variables and constraints (structure-parallel dimension). When
L2 needs to evaluate many expressions (e.g., multiple constraints or multiple subexpres-
sions for a contractor), L1 can also batch at the expression level. Two practical variants
are: (i) operator batching, where the same primitive op is applied to many operands at
once (e.g., evaluating multiple additions/multiplications in one vectorized call), and (ii)
constraint batching, where independent constraints are stacked and evaluated as a single
larger graph (useful when constraints share a compilation target and similar shapes). The
former reduces dispatcher overhead; the latter can improve fusion opportunities but may
inflate compilation time if graphs become too large.

Micro-batching and ragged workloads. In branch-and-prune, box sizes and even
active constraint sets can vary over time. To keep execution regular, L1 supports micro-
batching: large, irregular populations are split into smaller fixed-shape batches. For highly
irregular workloads, padding or masking can be used, at the cost of extra arithmetic on in-
active lanes. This design keeps L2/L3 flexible while preserving backend-friendly regularity
in the hot numerical path.

Data layout conventions. Across all batching modes, L1 assumes a structure-of-arrays
style for intervals: lower/upper bounds are stored separately (or as a composite value that
still enables independent access to bounds). This layout aligns with the most common
lowering paths in modern compiler stacks and enables standard optimizations (CSE, fusion,
vectorization) to apply to each bound stream consistently.

5.3.2 Graph construction and compilation boundaries

A central question in L1 is the compilation boundary: what is compiled once and reused,
and what remains dynamic control in L2/L3. This choice determines both performance
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and engineering complexity.

From expression DAGs to backend graphs. L1 starts from a semantic expression
DAG (shared subexpressions explicit) and emits a backend graph whose nodes are L0
interval primitives (or LO composites that expand to such primitives). Using a DAG rather
than a tree is critical for avoiding duplicated work and for enabling backend common-
subexpression elimination (CSE). The emitted graph is a pure, side-effect-free numerical
computation, which is the sweet spot for graph compilers and IR-based optimizers.

Compilation stacks and portability. On ML infrastructure, graph compilation typi-
cally goes through an IR stack (e.g., MLIR-based pipelines) that enables domain-specific
transformations and lowering to device code. MLIR provides the multi-level IR framework
to represent and progressively lower computations across abstraction levels. [56] For porta-
bility across frontends and compilers, StableHLO provides a stable, device-independent op-
eration set that can serve as an interchange format between producers (frameworks) and
consumers (compilers/runtimes). [75] For execution targets beyond a single framework run-
time (notably edge/embedded), stacks such as IREE demonstrate end-to-end compilation
and deployment workflows on top of MLIR. [61]

Where the boundary sits in LAM. LAM places the compilation boundary inside L1:
L2 and L3 remain control-oriented (Python/host control flow, scheduling, branching), while
the numerically heavy kernels (expression evaluation, interval extensions, and optionally
derivative computations) are captured in compiled graphs. In practice, L1 defines a small
number of graph templates:

o Eval-only graphs returning interval enclosures of one or more expressions.
o Eval+aux graphs returning selected intermediates needed by a contractor.

o Eval4+AD graphs computing derivatives or linearizations when a contractor uses
gradient/Jacobian information (leveraging autodiff concepts). [8]

The key design rule is: compile what is reused across many boxes, and keep per-box and
per-branch decisions in L2/L3.

Signature-based caching and shape polymorphism. Modern graph compilers typ-
ically specialize code to shapes/dtypes. Therefore, L1 treats the “program signature” (op
graph + dtype + shape) as a cache key and aims to minimize the number of distinct signa-
tures encountered during search/propagation. Shape polymorphism (where supported) and
carefully chosen fixed batch sizes are primary tools for controlling retracing/recompilation.
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5.3.3 Cost drivers: fusion, memory traffic, shape effects

L1 performance is dominated by a small set of interacting cost drivers, and LAM makes
these explicit so they can be measured and optimized independently in the Results chapter.

Fusion vs. materialization. FExpression graphs for interval evaluation are typically
dominated by elementwise arithmetic and transcendentals. In such workloads, operator
fusion is essential because it reduces intermediate materialization and memory bandwidth
pressure: instead of writing every intermediate interval bound to memory, fused kernels
keep values in registers/shared memory and stream through the DAG. This is a major lever
in compiler-based backends such as XLA and related ecosystems. [74] However, aggressive
fusion may increase register pressure and reduce occupancy on GPUs, so L1 treats fusion
as a tunable trade-off rather than an unconditional goal.

Memory traffic and the “two streams” effect. Interval evaluation intrinsically dou-
bles data movement (lower and upper streams). Even when LO primitives are compute-
light, their L1 composition can become memory-bound if intermediates are materialized.
L1 therefore prioritizes: (i) minimizing the lifetime of intermediates (favoring fusion and
CSE), (ii) reusing subexpression values when shared by multiple constraints/contractors
(DAG discipline), and (iii) avoiding host-device transfers by keeping all hot evaluation
inside compiled device code.

Shape effects: batch size, rank, and specialization. Shapes influence both compila-
tion and execution. Larger batch sizes improve throughput up to the point where memory
footprint and cache behavior degrade. Conversely, very small batches can suffer from un-
derutilization and higher per-call overhead. Additionally, higher-rank tensor shapes (e.g.,
evaluating vector-valued expressions or Jacobians) may trigger different lowering strategies
and kernel selection in the backend. Finally, excessive shape variability across L3 explo-
ration can lead to frequent recompilations; L1 explicitly designs around fixed shapes (or a
small set of canonical shapes) to amortize compilation.

Compile-time vs. run-time trade-offs. Graph size and optimization level can shift
cost from run-time to compile-time. L1 therefore defines two regimes:

o Long-lived kernels: invest in compilation and reuse across many calls/boxes.

o Short-lived kernels: keep graphs minimal, accept less optimization to avoid exces-
sive compile time.

This distinction becomes critical when L2 schedules many small propagation steps, or when
L3 search produces shallow trees with little reuse.
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Implications for L2/L3 integration. The cost drivers above motivate concrete in-
terface expectations: L2 should schedule work in batches to maximize reuse of compiled
kernels, and L3 should avoid unnecessary shape churn. Conversely, L1 must remain ro-
bust to moderate irregularity via micro-batching and cache-aware orchestration. These
cross-level contracts make the end-to-end system analyzable: compile overhead, kernel
throughput, and memory traffic can be measured and attributed to specific LAM levels in
the evaluation protocol.

5.4 Level 2: Constraint Propagation

Level 2 (L2) captures constraint propagation as the solver’s iterative narrowing phase: a
repeated application of contractors over a shared box until a stopping condition is met
(typically a fixpoint, a budget, or a detected inconsistency). In the layered abstraction
model (LAM), L2 is the first level where we explicitly manage scheduling and convergence
rather than purely numerical correctness (LO0) or efficient evaluation of expressions (L1).
Conceptually, L2 sits between the symbolic structure of constraints (which determines
what should be contracted) and the numerical kernels (which determine how contraction
candidates are evaluated).

We assume a set of contractors C = {cy, ..., ¢}, each operating on a box B € IR" and
producing a contracted box ¢;(B) C B (or ) if infeasible). Contractors may be primitive
(single constraint), composite (a small network), or algorithmic (e.g., interval Newton /
HC4-style forward—backward passes). The key LAM invariant is that L2 must preserve
L0 soundness: regardless of scheduling choices, all domain updates are intersections with
sound enclosures and therefore never remove feasible solutions (modulo the explicit cor-
rectness envelope defined in L0).

5.4.1 Propagation loop as a computation pattern (fixed points,
scheduling)

Propagation can be viewed as a form of chaotic iteration over a family of contracting
operators, where the order of application is a scheduling decision [2]. In exact mathematics,
for monotone contracting operators over a complete lattice, repeated application under
fair scheduling converges to a greatest fixpoint (the strongest pruning expressible by the
chosen operators). In practice, contractors are approximate (floating-point, truncated
linearizations, limited iterations), so L2 must treat propagation as an algorithmic pattern
with explicit budgets and observability.

Worklist propagation. A practical and widely used formulation is an event-driven
worklist (queue) similar to AC-3-style propagation, extended to real constraints by con-
tractors. We maintain a set of active contractors, apply one, and if it changes the box, we
(re-)activate contractors that depend on the modified variables. This yields incremental
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Algorithm 1: LAM L2 propagation loop (worklist form).

Input: initial box B, contractor set C, dependency map deps, budgets (Iiax, €)
Output: contracted box B or ()
() < initialize worklist with all contractors (or a subset);
1+ 0;
while Q # 0 and i < I, do
pick ¢ € @ according to policy (FIFO/LIFO/priority);
Qe Q\ (e}
B < B;
B« BNe(B);
if B =0 then
L return ()

10 if changed (B, B; <) then
11 | Q + QUdeps(c, Boa — B);

12 141+ 1;

© W0 N O ok W N

13 return B;

propagation and avoids wasted work on constraints that are already locally stable (see
Algorithm [T).

Scheduling policies as a first-class design choice. LAM treats scheduling as explicit
metadata: the policy can be structural (topological order on an expression DAG), heuristic
(prioritize contractors with historically high pruning), or resource-aware (prioritize those
mapped to already-compiled kernels). Contractor programming frameworks emphasize
that solver performance depends strongly on such composition and scheduling choices [19].
For our purposes, the important point is that L2 scheduling decisions interact with ML
execution in two ways: (i) they determine the temporal locality of data (how often the same
tensors/boxes are revisited), and (ii) they determine compilation reuse (which kernels are
invoked repeatedly).

Observability and termination. Besides detecting (), L2 typically terminates when
the worklist is empty (a local fixpoint), when a global budget is exceeded, or when further
progress is below a threshold ¢ (e.g., no interval bound changes beyond a tolerance). In
an ML-backed implementation, L2 should explicitly separate (a) propagation iterations
(logical steps) from (b) kernel invocations (compiled compute steps), because the latter is
what dominates runtime and amortization.
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5.4.2 Parallelism limits (synchronization, convergence, determinism)

At first glance, propagation looks parallel: many contractors can be evaluated indepen-
dently. The difficulty is that contractors write into a shared box, so L.2 parallelism is limited
by (1) synchronization on updates and (2) the convergence behavior under different update
models.

Update models: Gauss—Seidel vs Jacobi. A sequential worklist is effectively Gauss—
Seidel: each contractor sees the latest box, often improving pruning per iteration. A
parallel execution often resembles Jacobi: multiple contractors read the same snapshot
B®, compute candidates By, and a reduction step merges updates (e.g., B¢ = Nk By).
Jacobi-style steps are attractive for batching on accelerators, but can require more outer
iterations than Gauss—Seidel due to reduced immediacy of information flow [39).

Two-phase propagation for reproducibility. To keep runs reproducible, one can
enforce a two-phase protocol: (i) evaluate all selected contractors against a snapshot, (ii)
deterministically reduce results in a fixed order. This removes race conditions at the cost
of additional memory traffic (storing intermediate candidates) and reduced opportunity
for early exits (detecting () earlier in the worklist).

Asynchrony and convergence. More aggressive parallelization applies contractors asyn-
chronously, allowing updates to interleave. For monotone contraction mappings, classical
results on asynchronous iterative methods provide conditions under which such schemes
converge (e.g., bounded delays and fairness assumptions) [I4]. In practice, however, in-
terval contractors may not be perfectly idempotent and can be sensitive to rounding and
approximations, so L2 should treat asynchrony as an optimization that must be guarded
by (a) conservative update semantics (intersection only), and (b) explicit convergence mon-
itors (iteration caps, progress thresholds).

Granularity trade-offs. There are two distinct axes of parallelism:

1. Intra-box parallelism: apply multiple contractors to the same box concurrently.
This stresses synchronization and reduction but enables accelerator-friendly batching.

2. Inter-box parallelism: run propagation for different boxes (from L3 search) in
parallel. This avoids shared-state contention and is often easier to scale, but it belongs
primarily to L3; L2 must still expose an interface that makes inter-box batching
efficient (e.g., operating on a batch of boxes).

LAM therefore recommends designing L2 primitives so that they are pure functions on
batched bozes whenever possible, making inter-box scaling straightforward, and adding
intra-box parallelism only where it yields clear benefits.
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5.4.3 Mapping candidates to ML graphs (static vs dynamic control
flow)

Propagation is inherently iterative and data-dependent: the number of contractor appli-
cations until quiescence is not known statically, and the active set changes with runtime
state. This clashes with the strengths of ML compilers, which prefer static dataflow with
predictable shapes. LAM therefore distinguishes three mapping strategies, all compatible
with the same L2 semantics:

(A) Host-driven fixed point with compiled kernels. The most robust approach is
to keep the fixpoint control on the host (CPU runtime) and compile only the contractor
evaluation kernels. L2 then becomes an orchestration loop that repeatedly invokes com-
piled graphs for selected contractors and batches. This provides maximal flexibility for
scheduling policies and early exits, while still benefiting from L1/L0 acceleration for the
numerical core.

(B) Round-based supergraphs (static schedule, dynamic repetition). If the con-
straint structure is stable, we can compile a supergraph that executes one full propagation
round (a predetermined sequence or set of contractors) over a batch of boxes and returns:
(i) the updated boxes and (ii) a compact progress indicator (e.g., per-box changed flags).
The host repeats supergraph invocations until convergence. This shifts more work into
the compiler (enabling fusion across contractors within a round) while preserving dynamic
termination outside the graph.

(C) In-graph control flow (while/cond). Some compiler stacks support loops and
conditionals in the IR, enabling an in-graph fixpoint loop. This can reduce host overhead
but introduces constraints: (i) loop-carried state increases memory pressure, (ii) shape
polymorphism and dynamic worklists are difficult to represent, (iii) aggressive fusion may
be inhibited across loop boundaries. Consequently, LAM treats in-graph fixpoints as an
optional specialization for carefully controlled cases (small fixed networks, bounded itera-
tions).

Worklist emulation via masks. A practical compromise is to represent the active set
by boolean masks (per-contractor, per-box), compute candidates for a superset of contrac-
tors, and use masked selects to apply only active updates. While this trades extra compute
for regularity, it aligns well with tensor execution and avoids dynamic data structures. The
resulting design mirrors contractor-network formulations where a fixed graph of contractors
is executed with scheduling rules [83].

Shape effects and batching boundary. From an ML perspective, the central deci-
sion is where batching happens: across boxes (preferred), across contractors (possible if
contractors share structure), or both. L2 should expose a stable tensor representation
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such as [B,n, 2| for B boxes over n variables and use compile-time constants (or limited
polymorphism) for n wherever feasible. When n varies widely across instances, L2 must
either pad to a maximum n (wasting compute) or fall back to smaller compilation units
(kernel-per-contractor), reducing fusion opportunities but improving generality.

Summary of L2 in LAM terms. L2 is the scheduling-and-convergence layer: it man-
ages the fixpoint loop, decides what gets executed next, and determines how contractor
evaluations (L1) are combined into stable pruning. Its interface to the ML backend should
therefore be designed to maximize compilation reuse (few stable graphs, many invocations)
while keeping dynamic decisions either on the host or in restricted, compiler-friendly forms.

5.5 Level 3: Search Space Exploration

Level 3 (L3) represents the search layer: it explores the domain by generating and manag-
ing a frontier of boxes, repeatedly invoking L2 propagation to prune them, and branching
when pruning stagnates. In LAM, L3 is responsible for completeness-driven exploration
and for turning the solver into a scalable workload by exposing abundant inter-box paral-
lelism. This level is also where global termination is decided (SAT/UNSAT, or producing a
certified set of solution boxes), and where performance is strongly influenced by heuristics
for splitting, selection, and batching.

5.5.1 Branch-and-prune workflow and termination criteria

Canonical workflow. L3 is structured as a branch-and-prune loop operating on a col-
lection (stack/queue/priority queue) of boxes (see Algorithm [2)). For each box B, L3 calls
L2 to reach a local propagation fixpoint (or a budgeted approximation thereof). If propa-
gation detects infeasibility, B is discarded. Otherwise, if B is “small enough” (according
to a precision criterion), it is accepted as part of the output. If B is still too large and
cannot be pruned further, it is branched into sub-boxes and the children are put back
into the frontier. This scheme is standard in interval-based constraint solving and global
search, and underpins solvers such as RealPaver and IBEX. [38], [44] It is also the core of
d-complete ICP-based reasoning used in SMT settings. [34]

Algorithmic skeleton in LAM terms. Let Propagate(B) denote an L2 call (work-
list propagation reaching a fixpoint up to budgets), and Branch(B) a splitting operator
producing children (By, Bs) (or more). A typical L3 loop is:

Termination criteria. LAM distinguishes three common termination modes:

o Set enclosure (solution boxes). The solver returns a set S of boxes that (i) are
small enough, and (ii) are not refuted by propagation. This is typical for validated
solution enclosure in interval solvers. [68] [38]
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Algorithm 2: LAM L3 branch-and-prune search.
Input: initial box By, propagation procedure Propagate, branching procedure
Branch, precision threshold ¢, global budgets
Output: set of accepted boxes S (or SAT/UNSAT)
1 F+{By}; // frontier of boxes
2 S 0;
3 while F # () and budgets not exceeded do
4 select and remove B from F;
5 B < Propagate(B);
6 if B =0 then
7 L continue

if small(B;e) then
9 L S + SU{B};

(0]

10 continue

11 (B1, By) « Branch(B);
12 | F« FU{B, By};

13 return S;

o Satisfiability decision. The solver returns UNSAT if all boxes are pruned to ), and
SAT-like answers if a sufficiently small box remains consistent. In J-complete settings,

termination is formulated with a user-chosen precision parameter and returns unsat
or 0-sat. [34]

o Budgeted exploration. Practical implementations may stop early after time/node
limits and return partial results (e.g., best current enclosure), which is useful for per-
formance experiments but should be reported separately from completeness claims.

LAM cross-level invariants. Even though L3 changes the traversal order and paral-
lelizes the work, it must preserve the core correctness invariant: pruning is performed only
by sound L2 contractors, and branching produces a partition (or cover) of the current box.
Therefore, completeness is a property of the search policy and budgets, while soundness is
inherited from LO/L2.

5.5.2 Search heuristics (splitting and selection)

Search efficiency depends critically on how L3 (i) selects the next box from the frontier
and (ii) selects how to split it. LAM treats these as explicit strategies because they also
impact batching and compilation reuse.

Box selection (node ordering). Common policies include:
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o Depth-first (DFS) / LIFO: low memory footprint and fast discovery of small
boxes; often used in validated solving. It can also quickly generate “easy” subprob-
lems that stabilize bounds early.

o Best-first: uses a priority key such as maximum width, estimated constraint vi-
olation, or (for optimization) an interval lower bound on the objective. This may
reduce total nodes but increases overhead due to priority-queue maintenance and less
predictable batching.

o Hybrid policies: periodic best-first steps for global guidance combined with DFS
inside subtrees, balancing memory, guidance, and parallelism.

Splitting variable choice. A baseline rule is to split the variable with the largest (abso-
lute or relative) interval width. IBEX explicitly supports such strategies and also provides
smear-based rules, where the “impact” of splitting is estimated and the variable with max-
imal (relative) impact is selected (Smear Function). [46, 44] In LAM terms, split-variable
heuristics should be viewed as approximations to “which coordinate will unlock the most
pruning in the next L2 call.”

Splitting point and arity. The most common split is a bisection at midpoint, but
skewed splits (ratio # 0.5) can be useful when monotonicity, linearization, or contractor
feedback suggests that one side is more promising. Many libraries expose the split point as
a parameter. [45] Multiway splits (more than two children) are sometimes used to reduce
depth at the cost of increased frontier size.

Heuristic—backend interaction. Heuristics interact with ML execution primarily through
reqularity. Policies that produce many tiny or highly irregular boxes can reduce batching
efficiency and increase orchestration overhead. Conversely, policies that tend to generate
boxes with similar shapes and comparable propagation cost are friendlier to accelerator ex-
ecution and enable stable micro-batching. LAM therefore recommends reporting heuristic
choices explicitly in experimental methodology, as they materially affect both node counts
and time per node.

5.5.3 Search parallelism and compilation reuse amortization

L3 is the main source of scalable parallelism: different boxes can be processed largely
independently until global termination. LAM emphasizes that this parallelism should be
exploited in a way that mazimizes reuse of compiled kernels (L.1) and minimizes synchro-
nization and compilation churn.

Parallel search patterns. Two standard organizational patterns are:

o Centralized frontier: a shared queue/priority queue from which workers pull boxes.
This is simple but can become a contention point.
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o Distributed frontiers with work stealing: each worker maintains a local deque
of boxes and steals from others when it runs out of work. Work stealing is a well-
established mechanism for irregular tree search workloads and improves load balanc-
ing. [16]

Parallel branch-and-bound/branch-and-prune search is known to exhibit search anomalies
(extra work vs. a sequential order, or occasionally earlier discovery of strong bounds).
Modern parallel B&B frameworks explicitly discuss such overheads and load-balancing
trade-offs. [7§]

Batching as the bridge to ML execution. To run efficiently on ML infrastructure,
workers should process boxes in micro-batches: instead of calling L2/L1 kernels per box,
each worker aggregates up to B boxes, builds the corresponding tensors (e.g., [B,n, 2]
bounds representation), and invokes compiled propagation/evaluation kernels on the batch.
This improves device utilization and amortizes dispatch overhead. The batch size B be-
comes a key tuning knob that trades throughput against latency and memory footprint.

Compilation reuse: keep the program signature stable. In LAM, compilation
happens at (or below) L1, but L3 strongly influences how often compilation is triggered by
controlling shape variability and the diversity of execution paths. Practical rules include:

o Fixed canonical batch shapes: prefer a small set of batch sizes and pad/mask
when needed, rather than creating many distinct shapes that cause retracing/recompilation.

o Kernel templates and caching: compile once per (expression DAG, dtype, canon-
ical shape) and reuse across the entire search; share caches across workers when
possible.

o Work grouping by signature: if multiple problem instances or contractor sets
coexist, group frontier boxes by the kernel signature required, so that each compiled
artifact is exercised long enough to amortize its cost.

These considerations align with compiler-stack behavior in ML backends, where compila-
tion time can be nontrivial and should be separated from steady-state execution time in
evaluation. [74]

Where parallelism and compilation meet. LAM highlights two complementary amor-
tization effects: (1) within-worker amortization (a worker repeatedly executes the same
compiled kernels across many batches), and (ii) across-worker amortization (compiled ar-
tifacts are reused across threads/processes/devices). The latter can be limited by runtime
boundaries and device-specific compilation, so the system design should make compilation
events explicit and measurable (e.g., accounting for warm-up vs. steady-state), and, when
possible, overlap compilation with ongoing search on other workers.

69



5. LAM-GUIDED ACCELERATION ANALYSIS AND DESIGN SPACE

Summary. L3 turns the solver into a scalable search process: it manages the frontier,
defines termination, chooses heuristics, and exposes inter-box parallelism. In an ML-backed
design, it additionally acts as a performance orchestrator by shaping the workload so that
compiled numerical kernels are invoked many times on stable shapes, allowing compilation
costs to be amortized and high throughput to be achieved.

5.6 Summary

Using LAM as an analytical lens, we articulated a layer-by-layer acceleration design space
for interval CSP solving. At L0, the central constraint is maintaining sound enclosures un-
der finite precision, which makes directed rounding and the implementation choice (native
rounding, emulation, composite representations, or custom ops) first-order design decisions.
At L1, performance is driven by expression structure (tree vs DAG /graph), reuse, and com-
pilation boundaries, motivating caching and batching strategies that stabilize shapes and
enable graph-level optimization. At L2, propagation is dominated by iterative fixpoint
computation with irregular control flow and data dependencies, so acceleration oppor-
tunities center on semantics-preserving scheduling, work-item organization, and selective
batching rather than purely data-parallel kernels. At L3, search primarily acts as a work-
load orchestrator: it exposes inter-box parallelism, shapes the frontier, and enables the
amortization of compiled kernels by generating stable batches of similar work.

These observations guide the subsequent system design and evaluation methodology,
where we measure both compilation and steady-state execution costs and attribute them
to the corresponding LAM levels.
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CHAPTER 6

Implementation & Evaluation: Levels 0
& 1

This chapter turns the conceptual decomposition introduced earlier into a concrete engi-
neering artifact and an empirical evaluation. Concretely, we implement and evaluate the
two lowest layers of the proposed interval-CSP stack: Level 0 (sound interval arithmetic)
and Level 1 (efficient evaluation of interval expressions as compiled computation graphs).
The design and experimental evidence reported here build directly on our recent prototype
implementations and benchmarking results presented at SCAN 2025 [A.3].

The chapter has two overarching goals. First, it establishes a correctness envelope
for interval computations executed on machine-learning infrastructure, in particular how
to obtain IEEE-1788-style outward rounding while operating on a backend that natively
implements round-to-nearest floating-point arithmetic [47]. Second, it quantifies the per-
formance consequences of key engineering decisions (data representation, API style, execu-
tion mode, and compilation) when interval arithmetic is used as a building block for large
expression workloads typical of interval CSP narrowing kernels [71].

6.1 Chapter Overview and Evaluation Questions

Scope. We focus on Levels 0-1 only: (i) implementing interval arithmetic with sound
enclosures (outward rounding), and (ii) compiling and executing interval expression work-
loads efficiently on TensorFlow’s graph execution and compiler stack (notably XLA) [1}, 93].
The target workload is motivated by interval-CSP kernels where expressions are evaluated
repeatedly over many boxes and batches, and where amortized compilation can dominate
the overall cost model for large graphs.

Evaluation questions. The experiments in this chapter are organized around four ques-
tions:
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(0]

(Q1) Efficient outward rounding in TensorFlow. How can IEEE-1788-style
outward rounding be realized on top of TensorFlow’s standard floating-point seman-

tics, and what are the practical costs of the chosen emulation strategy in realistic
graphs [47]?

o (Q2) Representation trade-offs. What are the engineering and performance
trade-offs among (a) a native two-tensor encoding (SoA), (b) composite/ExtensionType-
based encodings (AoS), and (c) custom kernels (custom ops) with respect to runtime
overheads, traceability, compiler friendliness, and maintainability?

o (Q3) Impact of graph execution and compilation (XLA). To what extent
do tf.function tracing and XLA compilation change the throughput of interval
expression evaluation, and which optimizer effects (fusion, constant folding, kernel
selection) are the most consequential for interval workloads?

o (Q4) Comparison to a classical interval backend (IBEX). How does Ten-
sorFlow’s graph-based execution compare to a classical interval analysis backend

(IBEX), contrasting eager evaluation with compiled/lazy expression modes where
available [71]?

What is not covered. We explicitly defer Level 2 (propagation/worklists and contractor
scheduling) and Level 3 (search/branching strategies) to the next chapter, where the solver
loop introduces additional constraints such as dynamic control flow, queueing policies, and
termination criteria.

Chapter roadmap. The remainder of this chapter first specifies the correctness enve-
lope for Level 0 (interval semantics and outward rounding), then compares three concrete
implementation approaches for interval representation in TensorFlow, and finally evaluates
Level 1 expression workloads under eager and compiled execution. We conclude with an
interpretation of the results in terms of scalability toward Levels 2-3 and a discussion of
threats to validity and limitations.

6.2 Correctness Envelope: Interval Semantics and
Outward Rounding (L0)

This section defines the correctness envelope targeted by Level 0 (L0). Since the higher
layers (propagation and search) rely on interval evaluation as a sound filter—i.e., they
remove parts of the domain only when it is provably safe—the numerical backend must
guarantee that every computed interval encloses the set of true real results. In particular,
the implementation must control floating-point rounding in a way that prevents accidental
under-approximation caused by round-to-nearest arithmetic.
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6.2.1 Why Outward Rounding is Required

Interval arithmetic lifts real-valued expressions to operate on intervals such that, for an
interval extension F' of a real function f, we have the fundamental enclosure property

F(le]) 2 {f(z) | © € [z]}. (6.1)

This inclusion is the basis of verified computing and validated numerics: it ensures that
interval results remain sound even in the presence of rounding and uncertainty [64], [50].

In interval CSP solving, soundness is not merely a numerical nicety: pruning decisions
depend on it. Contractors and consistency algorithms repeatedly evaluate constraints
(often structured as expression trees or DAGs) to infer which parts of a box cannot contain
any solution. If an interval evaluation under-approximates the true range, a solver may
incorrectly discard a region that in fact contains a solution, breaking completeness. This is
why interval standards and classical implementations insist on directed (outward) rounding
when producing bounds [47, [13].

The key issue is that the default IEEE 754 rounding mode used by most numerical
frameworks is round-to-nearest (ties-to-even). Round-to-nearest is excellent for minimiz-
ing average error, but it does not preserve the required one-sided guarantees: e.g., an
upper bound computed in round-to-nearest may round downward, producing a floating-
point number smaller than the exact real result, hence violating enclosure. Therefore, to
implement sound interval arithmetic over floating-point endpoints, each bound must be
computed with a rounding direction consistent with its role:

la,b] o [c,d] := [RD(e), RU(e) |, (6.2)

where RD rounds toward —oo, RU rounds toward +oo, and e,e denote the exact real
expressions defining the lower/upper extremum of the operation (e.g., a + ¢ and b+ d for
addition; min(ac, ad, be, bd) and max(ac, ad, be, bd) for multiplication) [47, [64].

In this dissertation we target bare IEEE-1788-style semantics: outward-rounded bounds
for a selected operation set at the working precision (binary32/binary64), sufficient as a
foundation for L1 compiled expression evaluation and later L2-L3 solver layers. Full IEEE-
1788 features such as decorations and standardized exception signaling are treated as out
of scope for the present implementation layer.

6.2.2 Directed Rounding via nextafter: Practical Emulation Strategy

Mainstream ML frameworks (including TensorFlow) typically expose arithmetic kernels
that assume the default TEEE 754 rounding mode (round-to-nearest). Since globally
switching rounding modes is not part of the execution model (and would also be prob-
lematic for heterogeneous backends), we emulate directed rounding locally by expanding
round-to-nearest results to the next representable floating-point value in the desired direc-
tion.
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Concretely, for a floating-point value z computed in round-to-nearest, we define outward-
expanded bounds using nextafter:

lo = nextafter(z, —00), (6.3)
hi = nextafter(z, +00). (6.4)

TensorFlow provides this functionality as a primitive op (NextAfter), with semantics
aligned with the standard nextafter operation known from IEEE 754 environments [91]
43].

When is a one-ULP expansion sufficient? For operations that are correctly rounded
in IEEE 754 (notably +, —, x, / and /%), the round-to-nearest result differs from the exact
real value by at most 0.5 ulp (ignoring overflow /underflow corner cases). In that regime,
moving one representable step outward yields a conservative bound, turning a symmetric
rounding error into a one-sided enclosure. For functions that are not required to be correctly
rounded (many transcendental functions), the same trick can still be useful as a pragmatic
safety margin, but it does not provide a universal formal guarantee without additional
assumptions about the specific kernel implementation [48], [50]. This motivates a careful
separation between the core operation set (where we aim for soundness under standard
IEEE 754 assumptions) and additional functions (where guarantees may be weaker or
require further validation).

Where to apply rounding in a compiled graph. A compositional way to preserve
soundness is to apply outward expansion at the boundary of each interval primitive: every
LO operation returns an interval that is already outward-rounded, and higher-level expres-
sions compose these interval primitives. This approach has two important engineering
consequences:

o It makes correctness local and easy to reason about: if each primitive is sound, the
composition remains sound.

o It introduces extra nextafter nodes that may interact with compiler optimizations
(fusion, algebraic rewriting).

In particular, graph compilers may fuse point operations into larger kernels. If outward
rounding were applied only once at the end of a fused region, intermediate rounding could
invalidate enclosure. Therefore, the safe default is to keep nextafter explicitly in the
graph as part of each interval primitive. A complementary strategy is to implement fused
interval kernels (e.g., via custom ops) that perform directed rounding internally, enabling
fusion without losing the enclosure property; this option is discussed later as part of the
implementation trade-offs.
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Corner cases and policies. A practically usable interval backend must define behavior
for non-ideal floating-point events. In L0 we follow conservative policies compatible with
the needs of CSP-style pruning:

o Overflow/underflow: if an operation overflows, outward rounding naturally pro-
duces 0o bounds; underflow and subnormals are handled by IEEE 754 representable
neighbors and nextafter [48].

o Signed zeros: IEEE 754 distinguishes +0 and —0. Preserving this distinction can
matter for reciprocal-like operations. Using directional nextafter retains consistent
one-sided behavior at zero [48)].

o NaN propagation: NaNs indicate invalid inputs (e.g., undefined operations). Since
NaNs do not admit meaningful enclosure semantics, we treat them as invalid data
and propagate them (rather than attempting to “enclose” NaN).

o Division by an interval containing zero: in classical interval arithmetic this
produces an unbounded or even disconnected set. As L0 targets a simple interval
domain (single connected intervals), we conservatively return an unbounded interval
(e.g., [—00,400]) or signal invalidity depending on the chosen API policy; higher
layers can then decide whether to split the domain or handle the case specially
[64], 50].

These choices keep L0 sound and simple, while postponing richer set representations
(unions, decorated intervals, standardized exception channels) to future work.

6.2.3 Supported Operation Set and Limitations

The LO implementation focuses on the interval operations that dominate interval CSP
workloads and that have well-understood sound implementations with outward rounding;:

Core binary operations. We support the standard arithmetic interval extensions:
o addition and subtraction (endpoint-wise with directed rounding),
o multiplication (four products followed by min / max),

o division (implemented via multiplication by reciprocal with explicit handling of de-
nominators containing zero).

These operations constitute the computational backbone of most contractors and expression-
evaluation kernels in interval CSP solvers [13] 64].
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Representative unary operations. Unary operations are handled when their interval
extensions can be implemented with clear semantics:

o monotone functions on their domain (e.g., v/- on [0, 400); exp(-) on R),
o piecewise-monotone functions with explicit case handling (e.g., abs),
o algebraic helpers commonly used in constraints (e.g., negation, squaring).

For a monotone increasing g, the natural interval extension is [RD(g(a)), RU(g(b))] for
la, b] within the valid domain; decreasing functions swap endpoints. If the input interval
violates the domain restriction (e.g., log([a,b]) with a < 0), the operation is treated as
invalid or returns a conservative enclosure according to the selected policy [50].

Limitations. To keep L0 lightweight and compiler-friendly, the current layer intention-
ally omits:

o IEEE-1788 decorations and standardized exception/status propagation,

o set-valued results (interval unions), which arise naturally e.g. in division by intervals
containing zero,

o formally tight enclosures for transcendental functions on all backends (beyond the
“one-step outward expansion” heuristic),

o advanced data types (e.g., multiprecision intervals) and matrix/tensor-level verified
linear algebra.

These limitations are acceptable for the role of L0 in the dissertation: it provides a
sound, performant interval kernel set suitable for compiling large expression graphs (L1)
and for serving as the numerical substrate of propagation and search in later chapters.

6.3 Interval Representations in TensorFlow (L0): Three
Implementation Approaches

A central engineering decision for LO is how to represent interval-valued tensors inside
TensorFlow while preserving (i) a clear correctness contract (outward-rounded bounds),
(ii) compatibility with graph tracing and compilation, and (iii) competitive performance
for large batched workloads. We evaluate three implementation approaches that map the
same mathematical object—an interval tensor with lower and upper endpoints—to different
levels of integration with TensorFlow’s type system and runtime.
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6.3.1 Native Two-Tensor Encoding (SoA): Functional Interval Ker-
nels

Representation. The most direct encoding is a structure-of-arrays (SoA) layout: an
interval tensor X is represented by a pair of ordinary tensors (X¥, X) holding the lower
and upper endpoints, respectively, with identical shape and dtype (typically float32 or
float64). All interval operations are expressed as pure functions that map pairs to pairs,
e.g.,

(X5 XN = (YHhYh),

with outward rounding implemented explicitly inside each primitive (cf. Section [6.2)).

API style: functional kernels. The SoA design is intentionally stateless and func-
tional. Each L0 operation is a TensorFlow graph fragment composed of standard ops,
written to be friendly to tf.function tracing and ahead-of-time optimization by XLA
[88, [72]. In practical terms, this means avoiding Python-side control flow and keeping
shapes and dtypes stable so that tracing produces a single reusable graph. The result is a
representation that is “native” from the compiler’s viewpoint: both endpoints are first-class
tensors, and all computation can remain inside the graph.

Expected strengths. The SoA approach has three advantages that are particularly im-
portant for L1 workloads: (i) minimal dispatch overhead in eager mode (no custom Python
objects need to be constructed), (ii) straightforward compilation and fusion opportunities
for XLA since the program is a flat graph of primitive tensor ops, and (iii) portability
across devices and deployments that support the same core TensorFlow op set. For these
reasons, we treat SoA as the default engineering choice in this dissertation.

6.3.2 Composite Interval Types (AoS): Object-Oriented Convenience
vs Overhead

Representation via ExtensionType. TensorFlow provides ExtensionType as a mecha-
nism for defining user-level structured types whose instances can be used with TensorFlow
APIs by specifying how they decompose into component tensors (via a TypeSpec) [90, 92].
An interval can therefore be represented in an array-of-structures (AoS) style as a single
Python object with two tensor fields, e.g. 1o and hi, while TensorFlow tracks its structure
during tracing and serialization.

Ergonomics and type safety. Composite types improve readability and reduce API
boilerplate: interval operations can be written in an object-oriented style (e.g. methods,
operator overloading) and the type can carry invariants (matching shapes, endpoint order-
ing policies, metadata). This is attractive for research code and for reducing accidental
misuse in higher-level layers.
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Performance caveats. The convenience of AoS comes with potential overheads that
matter in performance-sensitive kernels. First, creating and passing Python objects in
eager mode may increase dispatch cost relative to operating on raw tensors. Second, the
tracing boundary becomes more delicate: tf.function must capture the TypeSpec struc-
ture and may retrace when structural details change, affecting compilation amortization
[90,, [88]. Third, some TensorFlow APIs provide limited or evolving support for user-defined
structured types; therefore, careful engineering is required to ensure that the representa-
tion remains compatible with the intended execution modes (graph/XLA, SavedModel,
etc.) [90].

In our evaluation, composite types primarily serve as a usability baseline: they clarify
how much performance is traded for improved code structure and type-level ergonomics,
and whether the overhead can be amortized in compiled graphs.

6.3.3 Custom Kernels (Custom Ops): Lower-Level Control

Motivation. A third option is to implement interval primitives as custom kernels (cus-
tom ops), typically in C++ (with optional GPU kernels). Custom ops enable (i) tighter
control over numerical corner cases, (ii) fused interval kernels that compute both bounds in
one pass, and (iii) reduced graph size by replacing multi-op sequences (including nextafter)
with a single primitive. This can be especially valuable in hot kernels where memory traffic
dominates or where fusion across endpoint computations is beneficial.

Engineering cost and maintenance. The downside is substantial engineering over-
head. Even with the modern workflow that builds custom ops against the TensorFlow
pip package, one must manage a C++ toolchain, compilation flags, binary distribution,
and ABI compatibility across TensorFlow versions and platforms [89, [85]. This cost is not
only initial: it impacts long-term maintainability and reproducibility, which are important
concerns for a dissertation artifact intended to be reusable and portable.

Where custom ops matter most. Custom ops are most justified when (i) a small
number of interval primitives dominate runtime (e.g. repeated multiplication/division pat-
terns in large graphs), (ii) the workload exhibits heavy reuse and stable shapes so that
kernel optimization pays off, or (iii) correctness requires stronger guarantees than what
can be expressed reliably through standard ops under aggressive compiler optimization. In
this dissertation, custom ops are treated as an optional optimization path rather than the
default, and are evaluated primarily as a “what if we fuse it” control point.

6.3.4 Trade-off Summary

We considered three interval encodings for Level 0 and compared them along the dimensions
most relevant for serving as a foundation for Level 1 compiled expression evaluation and
the later solver layers: correctness control, performance, portability, development effort,
and maintainability.
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The two-tensor SoA (native) representation offers high correctness control because
the lower and upper bounds are explicit and can be manipulated directly. It also provides
high performance in practice, as it maps cleanly to compiler-friendly, purely tensor-based
graphs, enabling optimizations such as fusion and whole-graph compilation. Since it relies
only on standard TensorFlow operations, it achieves high portability, while keeping the
development effort low and the resulting implementation highly maintainable.

The composite AoS representation based on ExtensionType preserves high correct-
ness control via structured invariants and a more explicit interval abstraction at the API
level. However, it often exhibits medium performance due to additional object and
tracing overheads, and its portability is medium to high depending on the stability
and maturity of the surrounding API support. Both development effort and maintain-
ability are typically medium.

Finally, custom ops (C++/CUDA) can provide very high correctness control and
potentially very high performance through fused kernels tailored to interval primi-
tives. The main drawbacks are medium portability (build, distribution, and toolchain
coupling), high development effort, and low to medium maintainability as the im-
plementation becomes tied to specific backends and evolves with compiler and runtime
interfaces.

Based on these trade-offs and the empirical results in Section[6.6] the dissertation adopts
the two-tensor SoA encoding as the default representation: it offers a clean correctness
story, excellent compiler compatibility, and the best overall balance between performance
and engineering effort [88 [72].

6.4 Expression Evaluation & XLA (L1): Compiling Inter-
val Computation Graphs

Level 1 (L1) targets a single bottleneck that dominates many interval-CSP workloads:
repeated evaluation of numerical expressions (constraints, residuals, contractor sub-steps)
over large numbers of boxes. After Level 0 (L0) provides sound interval primitives with an
explicit outward-rounding envelope , L1 asks a performance question: can we
execute entire interval expressions as compiled computation graphs so that the runtime
cost is dominated by arithmetic rather than Python dispatch and intermediate-memory
traffic? Our implementation follows the engineering lessons from our SCAN contribution,
namely that compilation and fusion are decisive once interval endpoints are represented
explicitly and each primitive expands into multiple floating-point operations.

6.4.1 Workload Model: From Expression Trees/DAGs to TF Graphs

In contractor-based ICSP solvers, the same expression is typically evaluated many times
while pruning a box: each propagation iteration re-evaluates constraints after domain up-
dates, and branch-and-prune explores large sets of boxes that share the same algebraic
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structure. This makes expression evaluation an excellent target for amortized compila-
tion: the expression structure is stable, while the input intervals (the current box) change
frequently.

We model an expression as either (i) a tree, where each occurrence of a subexpression
is recomputed, or (ii) a DAG, where common subexpressions are represented once and
reused. The DAG view corresponds to common-subexpression elimination (CSE) and
enables caching of intermediate values across the expression graph. In a TensorFlow setting,
DAG sharing is naturally expressed by reusing the same tf.Tensor handles: if the graph
builder memoizes constructed subexpressions (e.g., keyed by a structural hash of the AST),
the resulting TF graph contains explicit sharing (one node, multiple consumers) rather than
duplicated subtrees.

To exploit data-parallel hardware, we evaluate expressions over batches of boxes. With
the default SoA layout , the input is two tensors L,U € RZ*" holding
lower /upper bounds for B boxes over n variables. Every interval primitive in L0 then
becomes a small data-parallel kernel over the batch dimension, and the full expression be-
comes a straight-line TF graph with regular, static tensor shapes. This workload structure
is intentionally aligned with ML compiler assumptions: large, statically-shaped graphs
with abundant elementwise and pointwise operations.

6.4.2 Execution Modes: Eager vs Lazy

TensorFlow offers two execution regimes that are critical for L1: eager execution (imper-
ative, op-by-op) and lazy (graph) ezecution via tf.function (trace once, run many). In
eager mode, each TensorFlow operation triggers host-side dispatch and (on accelerators)
typically a kernel launch. For interval arithmetic this overhead compounds, because a sin-
gle interval primitive often expands into multiple floating-point ops plus outward-rounding
adjustments (e.g., nextafter envelopes). As a consequence, even moderately-sized expres-
sions can become dispatch-dominated in eager mode.

Wrapping the evaluation in tf.function traces the Python code and captures Tensor-
Flow ops into a graph, so subsequent calls execute the compiled graph without re-running
the Python control path [87]. This has two immediate consequences for our setting. First,
it removes Python overhead from the steady-state inner loop, which is essential when inter-
val expressions are evaluated repeatedly across many boxes. Second, it enables graph-level
optimizations (including XLA compilation) that are not available in pure eager mode.

However, tf.function introduces its own cost model: tracing and compilation are
paid up front and must be amortized. L1 is therefore intentionally scoped to workloads
with high reuse (many evaluations of the same expression) and stable input signatures.
In particular, shape variability can trigger retracing and potentially recompilation, so our
benchmarks (and the intended solver integration) prefer stable batch sizes and fixed tensor
ranks, using explicit TensorSpec signatures when necessary.
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6.4.3 XLA Effects Relevant to Interval Kernels

While tf.function eliminates Python overhead, XLA primarily targets the second dom-
inant cost: intermediate tensor materialization and memory traffic. XLA compiles sup-
ported TensorFlow subgraphs to HLO, runs a sequence of optimization passes, and lowers
to device-specific code. In practice, fusion is often the most important optimization for
interval workloads because it keeps intermediate values in registers/on-chip buffers and
reduces round-trips to main memory [72]. This matters disproportionately for interval
arithmetic in SoA form: compared to scalar arithmetic, interval kernels produce (at least)
two streams of intermediates (lower/upper), and outward-rounding steps add further op-
erations that would otherwise materialize extra tensors.

Beyond fusion, several HLO-level transformations are directly relevant to expression
evaluation throughput: constant folding, common-subexpression elimination, algebraic
simplification, and (when beneficial) rematerialization to trade recomputation for reduced
peak memory [77]. For large expression graphs, these passes can reduce both runtime and
memory footprint, improving scaling with graph size and batch size.

Correctness-wise, interval evaluation must remain within the L0 correctness envelope.
Two aspects are worth highlighting. First, outward rounding is implemented explicitly at
the TF level, so correctness does not rely on hardware rounding-mode control; instead, it
relies on preserving the semantics of the emitted floating-point ops and the final outward
adjustment. Second, compiler transformations must not invalidate the bounding argument:
interval arithmetic is not algebraically equivalent to real arithmetic under rewriting, and
floating-point reassociation can change rounding error. In our implementation, we therefore
(1) express interval primitives as explicit, non-reassociated sequences and (ii) avoid enabling
aggressive “fast-math”-style rewrites; when reproducibility is critical, XLA /TF flags should
be kept in conservative settings [70].

Finally, there are practical constraints to “always compile”. With jit_compile=True,
XLA is must-compile: unsupported operations, dynamic shape patterns, or graph breaks
prevent compilation [72]. This aligns well with L1’s intended scope (straight-line expression
graphs with static shapes), but it also explains why higher solver layers (L2 propagation
loops and L3 search) require additional design to balance dynamic control flow with compi-
lable kernels. In summary, L1 treats interval expression evaluation as a graph compilation
problem, making XLA a central enabler for high-throughput interval workloads on ML
infrastructure.

6.5 Experimental Methodology

This section describes the experimental methodology used to benchmark Level 0 interval
arithmetic and Level 1 interval expression evaluation on machine learning infrastructure.
The setup follows the workflow established in our SCAN 2025 study, with (i) system-
atic generation of pseudo-random interval expression graphs, (ii) controlled comparison of
multiple TensorFlow-based implementations, and (iii) a baseline comparison against the
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IBEX/CODAC ecosystem in both eager and compiled (lazy) evaluation modes [A.3].

6.5.1 Benchmark Generator: Pseudo-Random Computational Graphs

To compare implementations under controlled yet scalable workloads, we generate bench-
mark problems programmatically as computational graphs (expression trees) in which each
node corresponds to an interval operation applied to the outputs of its children. Each
benchmark instance is specified by a compact recipe that encodes the intended sequence
and structure of interval operations. The generator supports both shallow and deep trees,
as well as random and deterministic construction patterns, enabling systematic coverage
of different graph shapes while keeping the generation procedure fully reproducible.

Graph scaling. The primary scaling parameter is the number of operations (nodes) in
the generated graph. In the evaluation, the graph size is varied over multiple orders of
magnitude up to 5 - 10* operations (including very small instances for calibration), which
allows us to study both fixed overheads and asymptotic scaling trends.

Operation mix and parameterization. FEach instance is composed of basic interval
operations (e.g., addition, subtraction, multiplication, division, exponentiation, squaring,
absolute value, inversion), forming a representative workload for interval evaluation inside
narrowing algorithms. To control structural variability, the generator enforces a fixed ratio
between unary and binary operations, set to 0.4 (unary) and 0.6 (binary) in the reported
experiments. This ensures a balanced mixture of computational patterns while keeping the
overall workload comparable across backends.

Inputs (interval boxes). For each generated graph, the inputs (leaf values) are provided
as interval endpoints and reused consistently across all compared implementations. This
ensures that observed differences are attributable to representation and execution strategy
rather than to differences in instance content or data preparation.

6.5.2 Baselines and Configurations

TensorFlow variants. We compare three TensorFlow-based realizations of interval arith-
metic, all executed in graph mode by decorating the main routines with @tf.function to
enforce tracing and optimized graph execution:

o Native (functional) encoding: an interval is represented by its lower and upper
bound tensors, and interval operations are implemented as pure TensorFlow functions
over these tensors.

o Composite (object-oriented) encoding: an interval is represented as a struc-
tured object (ExtensionType) holding the endpoint tensors, with operations defined
as methods returning new interval objects.
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o Custom kernel encoding: selected interval operations are implemented as ded-
icated C++ TensorFlow custom ops (kernels), compiled into a shared library and
invoked from Python.

The key methodological point is that all three variants are benchmarked on the same gener-
ated expression graphs under the same execution regime, making the comparison primarily
about overheads and optimization opportunities induced by the chosen representation and
kernel boundary.

IBEX/CODAC baselines. To contextualize TensorFlow performance against estab-
lished interval tooling, we include baselines from the IBEX/CODAC ecosystem. Following
the SCAN 2025 [A.3] comparison, we distinguish:

o Eager (interpretative) evaluation, representative of classical interval libraries
that evaluate expressions operation-by-operation.

o Lazy/compiled evaluation, where an expression is compiled once and then exe-
cuted repeatedly with minimal overhead.

This separation is essential because compiled expression reuse can dominate performance
for repeated evaluations of large graphs and can significantly outperform both TensorFlow
graph execution and eager evaluation [19, [82].

Fairness considerations. All approaches are evaluated on the same set of generated
expression graphs and are configured to minimize methodological bias:

o identical graph structure (same recipes / same operation counts),
o consistent input provisioning across implementations,

o TensorFlow variants executed in graph mode (not Python-level eager stepping) to
avoid conflating algorithmic costs with interpreter overhead.

6.5.3 Measurement Protocol and Reproducibility

Hardware and system configuration. All measurements are performed on the same
hardware platform as reported in the SCAN 2025 study: a Dell Inspiron 16 Plus 7620
notebook equipped with an Intel Core i7-12700H (14 cores, base frequency 2.30 GHz) and
64 GB RAM, running 64-bit Windows 11 (OS Build 26100.3775). No dedicated GPU
acceleration is used; all computations run on the CPU to ensure a fair comparison with
IBEX/CODAC.
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Timing and reporting. For each benchmark size, we report mean execution times and
standard deviations (in ps) computed over repeated executions of the same benchmark
instance, which provides both central tendency and an empirical stability indicator. In
TensorFlow graph mode, a one-time tracing/graph construction phase exists by design;
therefore, the reported measurements reflect the steady-state execution behavior of the
traced computation, aligning with the goal of evaluating interval expression throughput
under repeated solver-style usage.

Reproducibility. Reproducibility is supported by (i) recipe-based instance generation,
(ii) explicit reporting of the full hardware/software environment, and (iii) the use of stable
summary statistics (mean and standard deviation) that demonstrate low variability in the
reported experiments.

6.6 Experimental Results

This section reports the empirical performance results of the proposed interval arithmetic
implementations on machine-learning infrastructure. We focus on two comparisons. First,
we evaluate three TensorFlow implementation strategies for the same family of pseudo-
randomly generated interval expression graphs (Section . Second, we use a classi-
cal interval-analysis backend as a baseline reference (presented in the subsequent subsec-
tion(s)), in order to contextualize the practical efficiency of TensorFlow graph execution
for interval workloads.

All measurements are reported as mean runtime with standard deviation, as a function
of the benchmark graph size (number of interval operations). Unless stated otherwise, the
benchmarks were executed in TensorFlow graph mode (via @tf.function) to ensure fair
comparison and to capture compiler/runtime optimizations.

6.6.1 TensorFlow Implementations: Native vs Composite vs Custom
Ops

We compare three implementation strategies for interval arithmetic in TensorFlow: (i) na-
tive (functional) interval operations implemented purely by composing standard Tensor-
Flow primitives on a two-tensor encoding (lower/upper), (ii) a composite (object-oriented)
variant based on tf.experimental.ExtensionType with operator overloading, and (iii)
custom ops implemented as dedicated C++ kernels registered through TensorFlow’s cus-
tom operator interface. For all three variants, the same set of benchmark instances (pseudo-
random computational graphs of increasing size) was used, and the execution was traced
and run in graph mode to minimize Python-side control overhead.

Table[6.1]summarizes the measured mean execution times (in us) and their standard de-
viations for graph sizes ranging from 10 to 50,000 interval operations. Figure visualizes
the same data to highlight scaling trends and measurement stability.
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Operations | TF native | TF composite | TF custom
10 | 85.2 (2.0) 191.6 (8.8) 79.9 (4.4)
100 | 88.5 (5.3) 198.8 (10.9) 78.5 (3.8)
1000 | 86.1 (5.6) 226.4 (8.9) 84.4 (5.1)
5000 | 90.1 (5.1) 441.7 (36.9) 98.5 (5.1)
10000 | 91.1 (4.9) 955.9 (6.0) 114.3 (21.9)
25000 | 85.0 (2.3) 1094.2 (17.4) 96.9 (10.4)
50000 | 94.0 (3.6) 728.9 (34.7) 96.4 (2.0)

Table 6.1: Mean execution times and standard deviations (in parentheses) for each imple-
mentation, in us, as a function of the number of operations.
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Figure 6.1: Mean execution time for each implementation as a function of the number of
operations.

Several observations follow. First, the native (functional) implementation consistently
achieves the lowest mean execution times across the tested range, with small standard
deviations, indicating stable measurements under graph execution. Second, the custom
C-++ ops remain competitive with the native approach: for larger graphs (10k-50k ops),
the custom variant stays within roughly 3-26% of the native runtime, suggesting that
well-designed custom kernels can match the performance of pure TensorFlow compositions
while retaining a path for backend-specific optimization.

In contrast, the composite (object-oriented) implementation is substantially slower for
all tested sizes. The overhead is moderate for small graphs (about 2-3x slower up to
1k ops) but grows markedly with graph size (about 5x at 5k ops and >10x at 10k—25k
ops), which is consistent with additional costs of object construction, attribute access,
and method dispatch introduced by the object-based representation, even when tracing is
enabled.
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Overall, these results indicate that, for performance-critical interval workloads in Ten-
sorFlow, low-level tensor compositions (native) or custom kernels are preferable, whereas
the composite design is better suited as an extensibility layer when developer ergonomics
and richer interval abstractions outweigh raw throughput requirements.

6.6.2 TensorFlow vs. IBEX/CODAC: Eager vs Lazy/Compiled
Evaluation

To contextualize the TensorFlow results within the established ecosystem of validated nu-
merics, we compare the TensorFlow native implementation executed in graph mode against
the IBEX evaluation pipeline (also used as a core dependency in CODAC). We consider two
IBEX execution regimes: (i) eager evaluation, where the expression is repeatedly parsed
and interpreted, and (ii) lazy/compiled evaluation, where the expression is compiled once
and subsequently reused across evaluations.

Table reports the measured mean runtimes and standard deviations for the same
benchmark graph family as in the previous subsection, and Figure[6.2] visualizes the scaling
behavior in a log—log plot.

Ops. | TF nat. IBEX eager | IBEX lazy

10 | 85.2 (2.0) 15.1 (1.7) 11 (0.2)
100 | 88.5 (5.3) |  112.6 (3.6) 3.9 (0.2)
1000 | 86.1 (5.6) | 1113.9 (15.7) 45 (0.0)
5000 | 90.1 (5.1) | 5533.8 (46.9) 5.1 (0.2)
10000 | 91.1 (4.9) | 13033.6 (375.8) | 4.8 (0.1)
25000 | 85.0 (2.3) | 33789.4 (1939.1) | 4.9 (0.7)

50000 | 94.0 (3.6) | 74208.8 (893.7) | 4.3 (0.1)

Table 6.2: Mean execution times and standard deviations (in parentheses) for TF native,
IBEX eager, and IBEX lazy, in s, as a function of the number of operations.

The results exhibit a clear crossover behavior. For very small graphs (e.g., 10 opera-
tions), the eager IBEX baseline achieves lower runtime than TensorFlow graph execution
(15.1 ps vs. 85.2 us), consistent with the fact that TensorFlow graph execution carries a
fixed runtime/dispatch overhead that is not amortized at tiny problem sizes.

As the expression graphs grow, the eager IBEX mode becomes dominated by re-
peated parsing and interpretation overhead, leading to rapidly increasing runtimes (e.g.,
74,208.8 ps at 50,000 ops), while TensorFlow remains nearly constant in this bench-
mark family and thus becomes superior already from 100 operations onward (88.5 us vs.
112.6 ps). At large sizes, TensorFlow outperforms IBEX eager by nearly three orders of
magnitude (approximately 7.9 x 10? at 50,000 operations), which supports the broader
claim that graph compilation and global optimization are decisive for scalable interval
expression evaluation.
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Figure 6.2: Mean execution time for TF native, IBEX eager, and IBEX lazy implementa-
tions as a function of the number of operations (log-log scale).

Operations | TF composite / TF native | TF custom / TF native
10000 10.5x 1.25%
25000 12.9x 1.14x
50000 7.75% 1.03x

Table 6.3: Derived ratios among TensorFlow implementation variants.

Finally, the lazy /compiled IBEX mode is the fastest across the full range, with remark-
ably stable runtimes around 4-5 us independent of graph size in this experiment. This
highlights the benefit of compiling an expression once and reusing it, i.e., decoupling the
cost of expression construction from repeated evaluation. At the same time, TensorFlow
approaches this regime more closely than eager-mode libraries, indicating that ML-style
graph execution can serve as a competitive numerical backend for interval workloads when
compilation is available.

6.6.3 Derived Comparisons and Summary Takeaways

To make the performance differences easier to interpret, we derive representative slow-
down/speedup ratios from the measured mean runtimes reported in Tables and
We focus on large expression graphs (10k, 25k, and 50k operations), where fixed overheads
are amortized and scaling effects are most visible.

Summary of findings (data-driven):

1. TF native is the strongest TensorFlow variant for large graphs. The func-
tional (two-tensor) implementation is consistently the fastest among the TensorFlow
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Operations | IBEX eager / TF native | TF native / IBEX lazy
10000 143 % 19.0x
25000 398 x 17.3x
50000 789 % 21.9x

Table 6.4: Derived ratios TensorFlow versus IBEX/CODAC.

options at 10k—50k operations. Custom C++4 ops remain competitive, within ~3—
25% overhead at these representative sizes (Table [6.3)).

2. Composite (object-oriented) interval types incur substantial overhead.
The ExtensionType-based design is ~7.8-12.9x slower than TF native at 10k-50k
operations, consistent with additional object construction and method dispatch costs
(Table [6.3)).

3. TensorFlow graph execution delivers orders-of-magnitude gains over eager-
style libraries. Against IBEX eager, TF native is faster by ~ 1.4 x 10? to 7.9 x 102
at 10k—50k operations (Table , i.e., roughly two to three orders of magnitude
in this range. This comparison is particularly meaningful because IBEX is widely
regarded as one of the strongest and fastest open-source C++ baselines for inter-
val analysis and interval CSPs even in its eager setting; therefore, outperforming
IBEX eager provides evidence that the proposed TensorFlow graph-based approach
is likely to surpass a broad class of interval frameworks that rely on interpretative
(eager) evaluation and do not provide a compiled graph mode.

4. IBEX lazy/compiled remains the fastest reference for pure repeated ex-
pression evaluation, but the gap to TF native for large graphs is within about
one order of magnitude. In our CPU-only experiments, IBEX lazy is ~17-22x faster
than TF native at 10k—50k operations (Table . Importantly, TensorFlow is a
heterogeneous execution framework by design: it supports compiled graph execu-
tion across CPUs, GPUs, and TPUs, and provides infrastructure for parallel and
distributed execution. While these acceleration capabilities were not exercised in
the reported benchmark (CPU-only), they represent an additional advantage of the
ML-infrastructure approach beyond the raw CPU evaluation rates captured here.

6.7 Summary

This chapter instantiated the abstract decomposition introduced earlier into a concrete
engineering artifact and an empirical evaluation for the two lowest layers of the proposed
stack: Level 0 (sound interval arithmetic) and Level 1 (efficient evaluation of interval
expressions as compiled computation graphs). The results demonstrate that sound interval
arithmetic is feasible on ML infrastructure and highlight the engineering choices that most
strongly affect performance and scalability.
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LO: Outward rounding is feasible on ML infrastructure. We demonstrated
that IEEE-1788-style outward rounding can be realized on top of TensorFlow’s stan-
dard floating-point kernels using a practical emulation strategy, while keeping the
interval enclosure property compatible with graph execution.

L0O: Native two-tensor (SoA) encoding is the best default choice. Among
the evaluated TensorFlow variants, the native functional two-tensor representation
provides the best overall engineering trade-off: it is compiler-friendly, portable, and
delivers the highest throughput in the measured workloads. Custom C++ ops remain
competitive and can match the native approach closely, but require extra development
and integration effort. In contrast, composite (object-oriented) encodings introduce
substantial overhead that may not justify their abstraction benefits.

L1: XLA compilation is essential for expression throughput. For repeated
evaluation of interval expression graphs, compilation and reuse of traced graphs (and,
where applicable, XLA-level optimization) dominate performance. This makes com-
piled graph execution a key enabler for scaling interval workloads beyond small ex-
pressions.

Comparison: TF graph mode drastically improves over eager baselines and
adds portability. Executing interval workloads as TensorFlow graphs substantially
reduces interpreter-level overhead compared to eager-style evaluation and provides a
portable execution model across heterogeneous backends, laying the groundwork for
accelerator-oriented implementations.
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CHAPTER 7

Architecture Proposal for Levels 2-3:
Contractor Propagation and Batched
Search on ML Infrastructure

This chapter extends the validated foundation of Levels 0-1 to a concrete architecture
proposal for the remaining solver levels. In particular, it addresses Level 2 (constraint
propagation) and Level 3 (search), focusing on how classical contractor-based solving pat-
terns can be mapped to a batched, compiler-friendly execution model on machine learning
infrastructure. The chapter is intentionally design-oriented: it specifies components, in-
terfaces, execution boundaries, and guardrails, and formulates testable hypotheses, while
leaving full end-to-end validation as future work.

7.1 Chapter Goals, Scope, and Contribution Type

The primary goal is to propose a system architecture for L2 (propagation) and L3 (search)
that is consistent with the Layered Abstraction Model (LAM) and the implementation
constraints established in the previous chapters for LO-L1. We aim to preserve the core
correctness envelope (sound interval semantics via outward rounding) while restructuring
execution such that the dominant workloads can be expressed as batched kernels amenable
to compilation and acceleration.

Concretely, this chapter contributes a design proposal consisting of: (i) a batched data
model for representing and managing large frontiers of boxes, (ii) a runtime split be-
tween control-plane orchestration and data-plane kernel execution, (iii) a propagation en-
gine design with explicit update modes (deterministic vs. throughput-oriented), and (iv)
an AutoDiff-assisted pathway for derivative-driven contractors that integrates naturally
into a compiled graph execution environment. The proposal is accompanied by explicit
constraints and mitigations (e.g., shape stability and divergence management), and by
falsifiable hypotheses that can be evaluated once full L2/L3 implementation is available.
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Importantly, we do not claim a complete end-to-end solver implementation at L2/L3,
nor do we make state-of-the-art performance claims. Instead, the expected research value
lies in providing a precise, testable mapping of established interval-CSP computation
patterns to ML infrastructure, which is not the default execution substrate in classical
contractor-based solvers.

7.2 Positioning and Assumptions

From the LAM perspective, L2 and L3 correspond to the two algorithmic “engines” that
complete a classical interval-CSP solver: propagation to a (local) fixpoint under a set of
contractors, and branch-and-prune search over a dynamically evolving frontier of boxes. A
detailed overview of existing solver architectures and contractor frameworks is provided in
Chapter [3] Here, we focus on how to implement these levels on ML infrastructure in a way
that is compatible with the design decisions and empirical findings obtained for LO-L1.

The proposal relies on three key assumptions inherited from the LO-L1 results and
engineering constraints. First, a sound outward rounding strategy is available and remains
the basis of the correctness envelope. Second, the default interval encoding is the native
two-tensor SoA representation (lower/upper tensors), which aligns with compiler-friendly
dataflow and avoids object-level overheads. Third, compiled execution (e.g., graph mode
with compilation) is treated as the primary lever for throughput, motivating designs that
stabilize shapes, amortize compilation, and batch repeated kernels.

Consequently, this chapter targets the regime in which a solver maintains large frontiers
and can process many boxes per step—a setting where batching can plausibly amortize
compilation and device dispatch. We explicitly acknowledge that this mapping may be less
beneficial for tiny or highly irregular workloads; therefore, the design includes guardrails
and fallbacks intended to limit overheads when the assumptions are violated.

7.3 Design Principles for ML-Backed L2-L3

This section summarizes the design rationale behind mapping L2 (propagation) and L3
(search) to machine learning infrastructure. The goal is not to “turn the solver into a
neural network”, but to exploit mature compiler and accelerator stacks for the domi-
nant numerical workloads, while keeping a conservative correctness envelope. At the same
time, we explicitly acknowledge that L2/L3 contain irregular control flow and dynamic
workloads—features that do not naturally match accelerator-friendly execution. There-
fore, the proposed architecture is guided by (i) exploiting ML infrastructure where it is
structurally compatible and beneficial, (ii) isolating and mitigating known mismatch points,
and (iii) providing fallbacks when the assumptions do not hold.
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7.3.1 What ML Infrastructure Can Provide

A key benefit of ML frameworks is their ability to capture computations as graphs and exe-
cute them efficiently, often with compilation. In TensorFlow, tf.function trace-compiles
Python functions into graphs, and jit_compile=True requests XLA compilation with
must-compile semantics: either the full function is compiled, or an error is raised if com-
pilation is not possible. This model is attractive for interval-CSP subroutines that can
be expressed as bulk tensor computations, because graph compilation enables fusion and
other whole-graph optimizations, and because compiled kernels can be reused across many
invocations when input signatures remain stable.

For L2/1.3, the main opportunity lies in inter-box parallelism. If a solver maintains
a large frontier, many boxes can be processed in a single step by introducing an explicit
batch dimension and expressing contractor operations as vectorized kernels. This shifts
the performance-critical path toward uniform, data-parallel kernels that are well matched
to accelerators. In contrast to ad-hoc low-level kernels, the compilation stack can optimize
across operator boundaries (e.g., via fusion), which is particularly relevant for interval
kernels where intermediate tensors may otherwise dominate memory traffic.

A second opportunity concerns derivatives. Modern ML frameworks treat automatic
differentiation as a first-class program transformation: from a primal graph one can gen-
erate derivative graphs (e.g., gradients or Jacobians) that are themselves compilable and
optimizable artifacts. In this proposal, AutoDiff is used as a derivative-program genera-
tor for derivative-driven contractors (e.g., Newton-style steps), while interval soundness
remains enforced by interval lifting and outward rounding at L0/L1. This approach makes
derivative-heavy contractors structurally compatible with the same compile-and-execute
workflow as the primal interval computations.

Finally, ML infrastructure provides standardized runtimes for heterogeneous devices.
Even if control flow remains on the host, the architecture can bulk-dispatch heavy numer-
ical kernels to CPU/GPU/TPU backends. This separation is central for L2/L3, where
orchestration is often irregular but the numerical kernels can still be expressed as regular
batched computations.

7.3.2 Ciritical Constraints and Failure Modes

The main risks follow from a fundamental mismatch: L2 and L3 are irreqular algorithms.
Classical propagation and search involve dynamic worklists, data-dependent branching,
and frequent changes in the number of active boxes. In graph-compiled environments,
such dynamism can trigger repeated tracing and compilation, or it can force execution to
fall back to uncompiled paths, both of which may erase the expected gains.

A first concrete failure mode is shape instability. In graph compilation, execution is often
specialized to input shapes and dtypes; changes can lead to retracing and recompilation.
This phenomenon is not unique to TensorFlow; it is a general property of JIT-based systems
and is explicitly acknowledged in the literature and documentation of multiple stacks. In
JAX, for example, a function is typically traced and compiled for each combination of
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input types and shapes unless shape polymorphism is used. As a result, dynamic frontiers
may cause excessive recompilation unless shapes are stabilized by design.

A second failure mode is non-compilable operators or non-inferrable dimensions. XLA
compilation in TensorFlow has must-compile semantics and requires that tensor dimensions
are inferable without executing the computation. Data-dependent operations that produce
outputs with shapes not statically inferable can break compilation. For interval-CSP, this
primarily affects control-heavy steps such as dynamic compaction, ragged frontiers, or
operations like dynamic indexing that change tensor sizes unpredictably.

A third challenge is synchronization and determinism. Propagation can be formulated
in update models that range from deterministic two-phase snapshot/reduce to opportunis-
tic asynchronous scheduling. While the latter may improve pruning power in some regimes,
it complicates reproducibility and can lead to subtle performance pathologies due to fine-
grained dependencies and synchronization. These issues become more acute on accelerators
where frequent host-device synchronization and fine-grained updates are expensive.

Finally, L3 introduces divergence and load imbalance. Boxes can differ substantially in
“difficulty” (e.g., number of effective contractors, contraction progress, or need for split-
ting), leading to uneven work per batch element. On SIMT hardware this can reduce
utilization, and it can force costly re-batching or compaction steps. If not handled care-
fully, frontier management overhead can dominate the runtime.

7.3.3 Architectural Guardrails and Mitigations

The proposed architecture treats these risks as first-class design constraints and introduces
guardrails to keep the execution in a compilation- and accelerator-friendly regime whenever
possible.

Shape stability by construction. We assume fixed batch sizes for frontier processing
and represent dynamic sets of boxes using masks/padding rather than variable-size tensors.
Compaction (removing inactive batch slots) is performed amortized and policy-controlled,
not at every step. Where possible, stable input signatures are enforced to limit retracing,
and compilation is cached across repeated invocations. The design explicitly allows a small
bounded set of canonical shapes (e.g., a few batch sizes) to trade off flexibility against
compilation overhead.

Similar shape-instability issues (variable population size requiring preallocated memory
regions) and synchronization-heavy global reductions were already encountered in earlier
GPU implementations of population-style algorithms, motivating the present guardrails
for batched, shape-stable execution and explicit compaction [A.5].

Control-plane / data-plane split. Irregular orchestration is kept on the host (control
plane), while numerical kernels (interval evaluation, derivative evaluation, contractor ker-
nels) are executed on the device (data plane) in bulk. This reduces the need for fine-grained
synchronization and enables kernel reuse. The interface between the planes is designed to
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carry masks and metadata so that device kernels remain shape-stable while still reflecting
dynamic solver state [A.4].

Propagation modes with explicit trade-offs. We provide two modes: (i) a determin-
istic two-phase snapshot/reduce mode as the default for accelerators, and (ii) an optional
throughput-oriented mode that relaxes ordering constraints when beneficial. This makes
the determinism/performance trade-off explicit and allows reproducible baselines.

Divergence-aware batching. To mitigate load imbalance in L3, boxes can be buck-
eted by simple difficulty proxies (e.g., widths, active constraint counts, iteration budgets).
Bucketing reduces intra-batch variance and improves utilization. Telemetry hooks (e.g., it-
eration counts, contraction progress) can trigger re-bucketing when divergence is detected.

Fallbacks as a correctness- and performance-safety net. When compilation fails,
shapes churn excessively, or frontier sizes are too small to amortize overhead, the ar-
chitecture allows falling back to less optimized execution paths (eager/CPU) for specific
subroutines, while preserving soundness invariants. This ensures that ML infrastructure is
used opportunistically rather than dogmatically.

7.4 Architecture Overview Across Levels 2-3

This section presents the proposed end-to-end architecture spanning Levels 2-3. The design
follows a clear separation of concerns: (i) a control plane that orchestrates dynamic solver
state (frontier management, scheduling, termination), and (ii) a data plane that executes
the numerically dominant kernels (batched propagation, classification, derivative-heavy
contractors) in a compilation- and accelerator-friendly manner. The key objective is to
keep the data plane shape-stable and reusable across iterations, while allowing the control
plane to remain flexible and adaptive.

7.4.1 Components and Responsibilities

The proposed architecture consists of four main components. Their responsibilities are
defined to minimize cross-cutting dependencies and to make execution boundaries explicit.

L3 Frontier Manager (control plane). The frontier manager owns the dynamic set
of boxes to be processed. It is responsible for: (i) selecting batches from the frontier
according to a scheduling policy (DFS/BFS/best-first encoded as metadata), (ii) triggering
splitting for undecided boxes and inserting children back into the frontier, (iii) amortized
compaction and re-batching to maintain canonical batch shapes, (iv) termination criteria
(global budgets, target precision, time/iteration bounds), and (v) maintaining lightweight
statistics used for load balancing (e.g., difficulty proxies, contraction progress).
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L2 Propagation Engine (hybrid control/data). The propagation engine performs
contractor-based narrowing for an incoming batch of boxes. Conceptually, it implements
a fixpoint computation under a set of contractors, but operationally it is structured as:
(i) a small amount of control logic (mode selection, iteration budgeting, telemetry-driven
decisions), and (ii) bulk numerical kernels executed over the batch dimension. Its outputs
include narrowed boxes and classification masks (empty / solved / undecided), together
with telemetry signals (iteration counts, progress metrics) that guide the L3 frontier man-
ager.

L1 Kernel Services (data plane). Kernel services provide the compiled numerical
building blocks reused by L2 and, to a lesser extent, L.3. This includes interval evaluation
kernels, batched contractor kernels, and derivative-driven kernels (e.g., Jacobian-related
computations used by Newton-style contractors). The services are designed so that: (i)
their input/output signatures remain stable, (ii) they can be compiled and cached, and
(iii) they are independent of frontier dynamics (masks and metadata are passed explicitly,
inspired by [A.4]).

Observability and telemetry (cross-cutting, minimal). The architecture treats ob-
servability as a first-class requirement. Rather than relying on informal debugging, compo-
nents exchange a small set of explicit telemetry signals, such as: contraction ratios, per-box
iteration counts, percentage of pruned boxes, and compilation-cache hit/miss events. These
signals enable conservative fallbacks (e.g., switching propagation mode, changing bucketing
strategy, or bypassing compilation when amortization fails) while maintaining correctness
invariants.

7.4.2 Data Model: Frontier as Tensors

The central representation choice is to model a frontier batch as tensor data rather than
as a collection of objects. For n variables and batch size B, a batch of boxes is represented
by two dense tensors:

L € RP*", U e RP*",

holding the lower and upper bounds, respectively (two-tensor SoA encoding). This rep-
resentation aligns with the L0 interval encoding and enables vectorized contractor kernels
over the batch dimension.

Since the frontier is dynamic, the batch representation is augmented with explicit masks
and metadata:

o Activity mask: m € {0,1}% indicates which batch slots are active. Inactive slots
are padded with arbitrary values and are ignored by kernels via masking.

o Classification masks: boolean masks for empty, solved, and undecided slots, pro-
duced by L2 and consumed by L3.

96



7.4. Architecture Overview Across Levels 2-3

o Scheduling metadata: per-slot priority and/or difficulty scores (e.g., width-based
proxies), used by L3 to form more homogeneous batches and reduce divergence.

o Budgets: per-slot iteration budgets or contractor budgets, enabling bounded prop-
agation effort and predictable device workloads.

A key design objective is shape stability: kernels operate on a small bounded set of
canonical batch shapes, while dynamic frontier size is handled through masks and amor-
tized compaction. In practice, this means that L3 may maintain the frontier internally in
a flexible host-side structure, but always exports work to L2 as fixed-shape batches.

7.4.3 Execution Flow and Compilation Boundaries

The execution flow alternates between control-plane orchestration and data-plane kernel
execution. One iteration of the proposed pipeline proceeds as follows:

1. Batch selection (L3, host). The frontier manager selects up to B boxes, forms
L, U, and sets the activity mask m (padding if fewer than B active boxes are avail-
able). Optional bucketing can be applied to reduce intra-batch variance.

2. Propagation (L2, compiled kernels). The propagation engine applies a bounded
fixpoint procedure using batched contractor kernels. The default deterministic mode
uses a two-phase snapshot /reduce structure, while an optional throughput-oriented
mode may relax ordering constraints. L2 outputs narrowed L', U’ and classification
masks.

3. Classification (L2/L1, compiled). Conservatively classify each slot as empty/
solved /undecided. This step is designed to be shape-stable and cheap relative to
propagation, typically fused with the final propagation iteration when possible.

4. Split and frontier update (L3, host). For undecided slots, L3 generates children
via a batched split operator (possibly using compiled helper kernels for vectorized
split-dimension selection), and inserts children into the frontier. Empty slots are
discarded; solved slots are recorded as solutions or terminal boxes, depending on the
solver objective.

5. Amortized maintenance (L3, host). Periodically (not every iteration), L3 per-
forms compaction and re-batching to maintain homogeneous batches and stable
shapes.

Compilation boundaries. The design assumes that the numerically dominant parts
of propagation and derivative computation are executed as compiled kernels with stable
signatures. To avoid compilation thrashing, the architecture restricts itself to a bounded
set of canonical shapes (e.g., one or a few batch sizes and a fixed n per problem instance)
and routes dynamic behavior through masks and metadata. Where compilation fails or
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amortization does not hold (e.g., too small batches, excessive shape variation), the control
plane can conservatively switch to an uncompiled fallback for specific subroutines, without
violating soundness invariants.

Interfaces across components. At the component level, the interface is deliberately
narrow: L3 provides {L, U, m, metadata} to L2; L2 returns {L’, U’ masks, telemetry}.
This separation enables independent optimization of kernel services (L1) and frontier man-
agement policies (L3), and makes correctness arguments more modular: soundness resides
in interval semantics (L0) and in conservative classification, while performance depends on
batching, compilation reuse, and divergence management.

7.5 Level 2: Contractor Propagation on ML Infrastruc-
ture

Level 2 realizes constraint propagation as an iterative narrowing process over a set of
contractors. In classical interval-CSP solvers, this level is typically implemented as a
worklist-driven fixpoint loop: contractors are scheduled, applied to the current box, and
re-scheduled when their inputs change. In our setting, the same conceptual semantics
is preserved, but the execution is restructured to align with the constraints of compiled,
batched tensor computation. The central idea is to make the dominant operations data-
parallel across many boxes, while keeping the inherently irregular orchestration decoupled
in the control plane.

We treat propagation as the primary mechanism that converts expensive search (L3
splitting) into cheap pruning (early detection of infeasible boxes and rapid contraction
of feasible ones). Consequently, the architecture emphasizes (i) conservative soundness
guarantees (narrowing by intersection only), (ii) explicit update semantics (deterministic
vs throughput-oriented), and (iii) bounded effort via budgets and telemetry.

7.5.1 Propagation Semantics and Update Models

Contractor semantics. We model each contractor C' as a sound narrowing operator
that maps an input box B to an output box C(B) C B while preserving all solutions
contained in B. Soundness requires that contractors do not remove any feasible points;
in interval terms, narrowing is realized through conservative enclosures and intersection-
based updates. This definition is compatible with a wide range of contractor families (e.g.,
forward /backward evaluation, interval Newton variants) and allows modular composition.

Fixpoint viewpoint. Propagation is formulated as the computation of a (local) fixpoint
under a set of contractors C = {C1, ..., Cy}. Operationally, this can be viewed as iterating
a composite operator (e.g., applying contractors sequentially or according to a schedule)
until no significant progress is observed, an emptiness condition is detected, or a budget
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is exhausted. In practice, a strict fixpoint may be expensive or unnecessary; therefore,
we treat propagation as a bounded fixpoint computation controlled by explicit termination
criteria.

Update models and determinism. The choice of update semantics matters for both
performance and reproducibility:

o Deterministic two-phase (snapshot/reduce) mode. In this mode, contractors
read from a snapshot of the current box state and produce proposed narrowed boxes.
Proposals are then combined using intersection in a reduction step. This Jacobi-style
structure is naturally vectorizable across the batch dimension and avoids fine-grained
dependencies. It also provides a clear hook for determinism (stable reduction order)
when reproducibility is required.

o Throughput-oriented mode (opportunistic scheduling). Here, contractors
may read and write more directly to the current state, approximating Gauss—Seidel
behavior. This can reduce the number of iterations in some regimes but introduces
additional dependencies and may reduce reproducibility due to ordering effects. In
the proposed architecture, this mode is optional and guarded by telemetry to prevent
pathological overheads.

Batched execution perspective. For a batch of B boxes, propagation operates on
tensors L, U € RP*". Each contractor is implemented as a kernel that processes all active
batch slots in parallel (using masks). The main architectural constraint is to keep kernel
signatures stable so that compilation and caching are effective. Dynamic behavior (e.g.,
per-box contractor activity) is expressed through masks and metadata rather than by
changing tensor shapes.

7.5.2 Contractor Taxonomy for Batched Execution

To make propagation compatible with ML infrastructure, we categorize contractors by
their computational structure and expected interaction with compilation/batching. The
purpose of this taxonomy is not to prescribe a single set of contractors, but to identify which
families are most likely to benefit from batched execution and which require additional care
due to irregularity:.

Cheap contractors (evaluation-driven narrowing). This group includes contrac-
tors whose dominant cost is interval evaluation and simple local updates, such as for-
ward /backward passes over expression graphs or decomposed constraints. These contrac-
tors typically: (i) have predictable control flow, (ii) benefit from kernel fusion and reduced
intermediate traffic, and (iii) vectorize naturally across many boxes. They are strong can-
didates for the default propagation loop.
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Heavy contractors (derivative-/linearization-driven). This group includes derivative-
driven steps (e.g., Newton- or Taylor-style narrowing) and contractors that require solving
auxiliary linear or nonlinear subproblems. Their defining property is higher arithmetic
intensity and richer numerical structure, which can make compilation and acceleration at-
tractive if the computation can be expressed with stable shapes. However, they may also
introduce failure modes (ill-conditioning, wide Jacobian enclosures, fallback logic). The

proposed architecture isolates such contractors as optional modules with explicit budgets
and fallback paths (see Section [7.6]).

Composite contractors and granularity choices. In classical solvers, contractors
may be composed into networks, and propagation scheduling may operate at different
granularities: per-constraint, per-expression-subgraph, or per-contractor-block. In the
ML-backed design, granularity is also a performance lever: coarser granularity can im-
prove compilation/fusion opportunities and amortize overhead, while finer granularity can
improve pruning responsiveness but risks control-flow dominance. We therefore propose
to parameterize granularity explicitly (“contractor blocks”) and to treat it as a tunable
design choice rather than a fixed implementation detail.

Per-box variability and masking. A practical challenge is that not all contractors
are equally relevant for all boxes at all times. Rather than introducing ragged control
flow, we encode such variability via masks (active constraints, active contractors) and
lightweight difficulty proxies (e.g., width-based scores or recent progress). This enables
batched execution while still allowing the control plane to focus expensive effort where it
is most useful.

7.5.3 Termination, Budgets, and Reporting to L3

Propagation must be bounded and observable to remain practical within a search loop.
In the proposed architecture, each L2 invocation is parameterized by explicit budgets and
returns both narrowing results and telemetry that guides L3 policies.

Termination criteria. We consider propagation terminated for a batch slot when any
of the following conditions holds:

o Emptiness detected: the box becomes inconsistent (e.g., L; > U; for some variable

o Sufficiently small / solved: widths fall below a target tolerance (problem-dependent)
or satisfy a local “good enough” criterion required by the solver objective.

o Progress stagnation: contraction ratio falls below a threshold over one or more
iterations.

o Budget exhausted: iteration or contractor budgets are depleted.
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These criteria support a bounded-fixpoint view: L2 aims for meaningful contraction and
early infeasibility detection, but does not require a strict fixpoint at all costs.

Budgets. Budgets can be specified globally per batch and/or per box: iteration caps
(max propagation rounds), per-contractor caps (max invocations), or cost proxies (e.g.,
max derivative-heavy steps). Per-box budgets are particularly useful under divergence:
hard boxes can be capped to prevent them from dominating device time, and can be
returned to L3 for splitting.

Outputs to L3. L2 returns: (i) narrowed tensors L', U’, (ii) classification masks (empty,
solved, undecided), and (iii) telemetry signals such as per-box iteration counts, contrac-
tion ratios, and flags indicating why termination occurred. L3 uses these outputs to decide
which boxes to discard, record as terminal, re-insert for further propagation, or split.

Interface stability. To preserve compilation reuse, the L2 interface is intentionally nar-
row and shape-stable. Dynamic solver state is represented through masks and metadata
tensors, and telemetry is returned in fixed-shape summaries. This makes L2 a reusable
building block for multiple L3 policies without entangling search orchestration with con-
tractor kernel internals.

7.6 AutoDiff-Assisted Newton Contractor

Derivative-driven contractors (Newton- /linearization-based narrowing) are among the most
expensive but potentially most effective propagation steps in interval-CSP solving. The
proposed architecture integrates such contractors by leveraging automatic differentiation
(AutoDiff) as a program transformation that produces a derivative graph which can be
compiled, cached, and executed in the same batched manner as the primal interval com-
putations. This enables a clean separation between (i) generating derivative expressions
and (ii) enforcing interval soundness via outward rounding and conservative intersection
updates.

7.6.1 Role of AutoDiff and Correctness Envelope

AutoDiff is used here for what it does best in ML frameworks: given a primal computation
graph for a real-valued function, it generates a derivative computation graph (e.g., a gradi-
ent or Jacobian) that is correct with respect to the primal graph semantics. Importantly,
AutoDiff alone does not provide any interval-specific guarantees. In particular, it does
not ensure conservative enclosures, and it does not address dependency effects or outward
rounding.

Therefore, the correctness envelope of the proposed Newton contractor is defined as
follows:
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o Soundness remains an interval property. All narrowing steps must be conser-
vative: proposed updates are applied through intersection, and all arithmetic that
influences enclosure bounds is performed using the L0 outward rounding strategy.

o We do not differentiate interval kernels. Differentiating interval operations
directly is neither required nor desirable in this design. Instead, AutoDiff is applied
to the primal real-valued expression graph, producing a derivative graph that is then
lifted to intervals by evaluating it with interval kernels.

o Derivative enclosures may be wide. Evaluating derivative expressions over in-
tervals yields conservative bounds under the chosen interval extension, but it can be
over-conservative due to dependency and correlation. The contractor must remain
robust in the presence of wide or weakly informative Jacobian enclosures.

This framing ensures that AutoDiff is treated as an enabling mechanism for expres-
sivity and compilation reuse, while interval soundness is preserved by the existing L0O-L1
foundation and by conservative update rules at L2.

7.6.2 Proposed Pipeline: Primal Graph — Derivative Graph — Inter-
val Lifting

We propose the following pipeline for a Newton-style contractor associated with a con-
straint f(z) = 0 (or a small block of constraints). The same structure generalizes to
inequality constraints through standard reformulations or hybrid contractors, but the core
design remains derivative-driven narrowing via conservative linearization.

Step 1: Define the primal graph once. For each constraint block, define a primal
computation graph for f(-) using standard tensor operations. This graph is treated as a
reusable artifact and is compiled/cached under stable input signatures.

Step 2: Generate a derivative graph via AutoDiff. Apply AutoDiff to obtain a
Jacobian (or gradient) graph, producing a function that maps inputs to J¢(-). Crucially,
this derivative graph is generated once per constraint block and then reused across many
boxes. In a compiled setting, the derivative graph is intended to be compiled and cached
similarly to the primal graph.

Step 3: Lift primal and derivative graphs to intervals. Given a batch of boxes
represented by lower /upper tensors L, U € RP*" form interval inputs and evaluate:

o the primal enclosure F'(B) by interval-lifting the primal graph, and

o a Jacobian enclosure J(B) by interval-lifting the derivative graph.
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This step is expressed as batched kernels over the batch dimension B. The goal is
to keep signatures shape-stable: the batch shape is fixed, and variability is carried via
masks/metadata.

Step 4: Compute a Newton-style contraction proposal. Using F(B) and J(B),
compute a contraction proposal B, for each active batch slot. The architecture does
not hard-code a single operator; instead, it treats this as a pluggable module within the
“heavy contractor” class. A practical design is to use a point preconditioner (e.g., based
on midpoints) to avoid interval matrix inversion:

o compute a point approximation to the Jacobian (e.g., midpoint of J(B) or Jacobian
at the midpoint of the box),

o solve a batched linear system to obtain a correction direction, and
o form a conservative update region using interval residuals and enclosure bounds.

All proposed updates are then applied through intersection with the current box to preserve
soundness: B < BN Bpew-

Step 5: Integrate into propagation. Within L2, the Newton contractor is scheduled
under explicit budgets. It is typically applied only when it is likely to be cost-effective
(e.g., sufficiently small widths, sufficient progress potential, or when cheap contractors
stagnate). Telemetry from prior iterations can be used to decide whether to invoke the
Newton contractor or to defer to splitting at L3.

Batched structure and compilation reuse. A key design objective is that Steps 34
can be implemented using a small number of compiled kernels with stable shapes: inter-
val evaluation of primal/derivative graphs, plus batched linear algebra on point matrices
(where used). This makes derivative-heavy narrowing compatible with the same compile-
and-execute workflow as L1, and it allows amortizing derivative generation and compilation
across many boxes.

7.6.3 Fallbacks and Robustness

Derivative-driven narrowing is powerful but not universally effective. The architecture
therefore defines explicit failure modes and safe fallbacks to prevent the Newton contractor
from becoming a performance or robustness liability.

Numerical and enclosure failure modes. Examples include: (i) Jacobian enclosures
that suggest singularity or near-singularity over the current box, (ii) ill-conditioned point
approximations leading to unstable linear solves, (iii) excessively wide derivative enclosures
yielding weak contraction proposals, and (iv) lack of progress despite repeated invocations
(stagnation).
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Budgeted execution and early exit. The Newton contractor is invoked under per-box
budgets (iteration caps and/or max heavy-step count). If progress is insufficient or failure
flags are raised, the contractor exits early and reports telemetry to L.2/L3.

Safe fallbacks. When the Newton contractor fails or is not cost-effective, the system
falls back to:

o cheaper evaluation-driven contractors (default propagation loop),
o alternative local narrowing (if available) with lower overhead, and/or
o L3 splitting for the affected boxes (treating them as “hard” instances).

Because updates are applied conservatively via intersection, skipping a heavy contractor
never compromises soundness; it only affects pruning effectiveness and runtime.

Compilation and shape contingencies. If compilation fails for a particular derivative
subgraph (e.g., due to unsupported ops) or if shape stability is violated, the architecture
allows an explicit fallback path (e.g., uncompiled execution for that contractor block)
while keeping the overall 1.2/L3 interfaces stable. This preserves the opportunistic nature
of ML acceleration: it is used where effective and bypassed where it would introduce
disproportionate overhead.

7.7 Level 3: Batched Branch-and-Prune Search

Level 3 completes the solver by orchestrating global search. In a classical interval-CSP
setting, search is typically realized as branch-and-prune: repeatedly select a box from the
frontier, apply propagation (L.2) to prune or contract it, and if the result remains undecided,
split the box and insert children back into the frontier. In our proposal, the same high-level
logic is preserved, but the frontier is processed in batches to reduce per-box overhead and
to expose inter-box parallelism to compiled kernels.

The guiding idea is that L3 should keep control flow flexible while maximizing the
fraction of work performed by the compiled data plane. Therefore, L3 is designed as a host-
driven frontier manager that dispatches bulk L2 propagation and classification over fixed-
shape batches, and performs splitting and frontier maintenance in an amortized manner.

7.7.1 Frontier Policies as Metadata

Search order strongly affects both convergence and runtime. Rather than hard-coding a
single strategy, the proposed architecture represents frontier policies as metadata attached
to boxes and interpreted by the frontier manager.
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Policy families. Typical policies include:

o Depth-first (DFS): prioritizes recently generated boxes, often producing fast first
solutions but potentially exploring deeply before global pruning accumulates.

o Breadth-first (BFS): processes boxes by generation depth, which can improve
global coverage but may increase frontier size.

o Best-first / heuristic-guided: prioritizes boxes expected to prune well or to con-
tain solutions (e.g., based on width, constraint residual proxies, or recent contraction
progress).

The architecture treats these as interchangeable heuristics, implemented by a priority func-
tion and stable tie-breaking rules when determinism is required.

Metadata fields. For each frontier element, L3 stores lightweight metadata, such as:
priority score, difficulty proxy (e.g., maximum width or estimated contractor cost), and
budgets (e.g., remaining propagation iterations before forced split). When forming a batch,
L3 can use metadata to assemble more homogeneous workloads, improving utilization and
reducing divergence during L2 propagation.

Interface to L2. L3 provides to L2: the batched tensors L, U, an activity mask, and
any propagation-related budgets. L2 returns narrowed boxes, classification masks, and
telemetry (e.g., contraction ratios and termination reasons). L3 then decides whether to
discard, record, re-propagate, or split.

7.7.2 Batched Split Operator

Splitting is the mechanism that refines undecided boxes and enables progress when prop-
agation stagnates. To align splitting with batched execution, we propose a split operator
that can process many boxes at once while preserving canonical shapes.

Split dimension and split point. For each undecided box, L3 selects a split dimension
using a heuristic such as: maximum width, weighted width, or a constraint-driven score.
Split points can be chosen as midpoints or using biased rules (e.g., toward regions of
interest if such information is available). The selection can be implemented as a vectorized
operation over the batch, optionally using compiled helper kernels for efficiency.

Generating children in fixed-shape form. Given a parent box, splitting produces two
children (left/right) that differ only in one bound. In batched form, this is implemented
by:

1. computing tensors of split dimensions and split values,
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2. forming two child batches (L, U®) and (LY, UW) by updating one bound per
slot, and

3. emitting children into the frontier with updated metadata (e.g., depth, priority).

To maintain shape stability, L3 does not materialize variable-length child sets as ragged
tensors. Instead, it inserts children into an internal host-side frontier structure and only
exports fixed-size batches to L2.

Amortized compaction and re-batching. After propagation and classification, many
batch slots become inactive (emptied or solved). Rather than compacting at every step—
which can cause excessive data movement and shape churn—L3 performs compaction amor-
tized according to a policy: for example, when the inactive fraction exceeds a threshold or
when divergence is detected. This preserves stable device-side kernels while allowing the
host-side frontier to remain dynamic.

7.7.3 Load Balancing and Divergence Management

Batched search introduces a well-known challenge: not all boxes require the same work.
Divergence arises when some batch slots terminate quickly (emptiness or early contraction)
while others require many propagation iterations or trigger heavy contractors. If batches
are formed naively, utilization can drop and frontier management overhead can dominate.

Difficulty-aware batching. The proposed architecture mitigates divergence by using
simple difficulty proxies to bucket frontier elements before batching. Examples include
maximum width, number of active constraints (if tracked), recent contraction ratio, or ter-
mination reasons from prior L2 invocations. Bucketing aims to reduce intra-batch variance
so that a fixed iteration budget yields similar work across slots.

Micro-batching and pipeline structure. When the frontier is large, .3 can use micro-
batches that flow through a pipeline: batch selection — propagation — classification —
split — re-insertion. This reduces latency and allows overlap between host-side frontier
management and device-side kernel execution, improving overall throughput without re-
quiring fully device-resident control flow.

Telemetry-driven re-bucketing and fallbacks. L2 returns telemetry such as per-box
iteration counts, stagnation flags, and heavy-contractor invocations. L3 uses these sig-
nals to: (i) re-bucket hard boxes separately, (ii) reduce budgets for hard boxes to avoid
device monopolization, and (iii) trigger earlier splitting when propagation becomes cost-
ineffective. If batching fails to amortize overhead (e.g., frontier too small, frequent re-
compilation), L3 can fall back to smaller batches or to an uncompiled path for selected
operations, while keeping the overall solver logic unchanged.
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7.7.4 Analogy: Population-Style Parallelism

While interval-CSP search is not a population-based metaheuristic, there is a useful struc-
tural analogy that informs the batched frontier design [A.5]. Many population-based paral-
lel algorithms operate in repeated generations with the pattern: evaluate — classify/select
— generate new candidates — compact/redistribute. Our batched branch-and-prune loop
exhibits a similar high-level structure: propagate/evaluate a batch of boxes, classify them
(empty /solved /undecided), generate new candidates via splitting, and compact/ re-bucket
the frontier.

We emphasize that this analogy is used only as an intuition for efficient batch manage-
ment and load balancing: it does not imply any equivalence in correctness, convergence,
or pruning power. Nonetheless, it highlights that frontier management is a first-class
performance concern, and that techniques from data-parallel population processing (e.g.,
bucketing, compaction policies, stable selection) can be repurposed as engineering patterns
for batched search.

7.8 Cross-Cutting Concerns

This section summarizes the cross-cutting concerns that constrain the design of both L2
and L3. The proposal is intentionally optimistic about leveraging ML infrastructure, but
it remains conservative about correctness and explicit about practical limitations. The key
message is that the architecture is opportunistic: it exploits compilation and acceleration
where the computation pattern is compatible, and it degrades gracefully when the workload
becomes too small or too irregular to benefit.

7.8.1 Soundness Invariants and Correctness Envelope

The architecture inherits its correctness envelope from the sound interval semantics es-
tablished at LO and from conservative update rules at higher levels. The purpose of this
subsection is to make these invariants explicit, so that performance-driven choices (batch-
ing, compilation, heuristics) do not silently compromise soundness.

Invariant 1: narrowing by intersection only. All contractors must be sound nar-
rowing operators. Operationally, this means that any proposed update to a box is applied
through intersection with the current box:

B < B N Bproposal -

This ensures that skipping, reordering, or approximating a contractor invocation cannot
create unsound pruning; it can only reduce pruning effectiveness.

Invariant 2: outward rounding preserved by the numeric backend. Any arith-
metic affecting enclosure bounds must obey the outward rounding strategy implemented
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at LO. L2 and L3 do not modify rounding behavior; they only orchestrate the application
of sound kernels. Consequently, the primary correctness responsibility of L2/1.3 is to avoid
transformations that implicitly assume exact arithmetic (e.g., replacing interval kernels
with non-interval approximations).

Invariant 3: conservative classification. The classification of batch slots into empty,
solved, and undecided must be conservative. In particular:

o empty must imply infeasibility under the current constraints (sound pruning),

o solved must imply satisfaction of a solver-defined terminal criterion (typically tolerance-
based),

o undecided is the default when neither condition can be established.

When in doubt, the system must classify as undecided and defer resolution to further
propagation or splitting.

Invariant 4: no reliance on heuristic assumptions for correctness. Heuristics
(priorities, difficulty proxies, bucketing) may influence performance and exploration order,
but they must not be used to justify unsound pruning. All correctness-relevant decisions
must be grounded in conservative interval reasoning.

7.8.2 Determinism and Reproducibility Modes

Determinism is not free in highly parallel systems. At the same time, scientific evaluation
and debugging benefit from reproducible execution. The proposal therefore supports two
explicit operating modes and treats determinism as a controllable design choice.

Deterministic mode (reproducible baseline). This mode is intended for debugging,
regression testing, and controlled evaluation. It enforces:

o a deterministic propagation update model (two-phase snapshot /reduce),

o stable tie-breaking for frontier selection (fixed ordering under equal priorities),
o stable reduction order when combining contractor proposals, and

o deterministic compaction/re-bucketing policies.

The deterministic mode may sacrifice some pruning responsiveness or raw throughput but
provides a stable baseline.
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Throughput-oriented mode (opportunistic). This mode prioritizes throughput and
resource utilization. It may allow:

o relaxed ordering constraints in propagation scheduling,

o telemetry-driven re-bucketing and adaptive budgets,

o opportunistic skipping of expensive contractors when cost-ineffective, and
o non-deterministic effects stemming from parallelism and device scheduling.

Crucially, this mode still preserves the soundness invariants; the relaxation affects only
order and effort allocation.

Practical implication. Explicit modes reduce ambiguity in claims and evaluation: re-
sults can be reported under a reproducible baseline, while throughput-oriented experiments
(when available) can be presented as performance-focused variants.

7.8.3 When the ML Mapping Makes Sense (and When It Does Not)

The mapping of 1.2/L.3 to ML infrastructure is most compelling under conditions that align
with batched, compiled execution. This subsection states those conditions explicitly and
acknowledges regimes where the mapping may not pay off.

Favorable regimes. The proposed approach is expected to be beneficial when:
o the frontier is large enough to form full batches (B large, high utilization),

o contractor kernels have sufficient arithmetic intensity (e.g., heavy evaluation or derivative-
driven steps),

o input signatures are stable so that compilation can be amortized (bounded set of
canonical shapes),

o host—device coordination is coarse-grained (bulk dispatch rather than frequent syn-
chronization), and

o the solver can tolerate a bounded set of policies for compaction and re-batching.

These conditions reflect a throughput-driven execution model: repeated kernels over many
boxes.
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Unfavorable regimes. The mapping is less likely to help when:
o workloads are tiny or highly irregular (small frontier, frequent shape churn),

o control-flow overhead dominates numerical work (fine-grained worklists, frequent
branching),

o divergence is extreme (most boxes terminate immediately while a few are very hard),
and

o compilation overhead cannot be amortized due to unstable signatures.

In these cases, classical CPU-oriented implementations may remain competitive or superior.

Opportunistic execution as a design choice. Rather than assuming that ML infras-
tructure is always beneficial, the architecture is designed to be opportunistic: it exploits
compilation and acceleration when the regime is favorable, and it provides conservative
fallbacks otherwise. This positioning is important for a realistic research contribution: it
frames the proposal as a systematic exploration of a new execution substrate, not as a
universal replacement of established solver technology.

7.9 Falsifiable Hypotheses and Evaluation Hooks

Although we do not provide full end-to-end experimental validation for 1.2/L3 in this dis-
sertation, the proposal is formulated to be testable. We therefore state the main hypotheses
as falsifiable claims and describe concrete evaluation hooks that would confirm or refute
them in future work. This strengthens the chapter as a research contribution: it provides
not only a design, but also a roadmap for rigorous validation.

H1: Compilation amortization via batched inter-box propagation. Hypothesis:
For sufficiently large frontiers and stable input signatures, batched propagation kernels can
amortize compilation and device dispatch overheads, yielding higher throughput than per-
box execution. Falsifiers: frequent recompilation due to shape churn; low kernel utilization
due to divergence; host—device overhead dominating runtime. Hooks: compilation cache
hit/miss counters; per-step dispatch latency; effective batch utilization; throughput as a
function of batch size and frontier size.

H2: Deterministic snapshot/reduce as a viable default propagation mode on
accelerators. Hypothesis: A two-phase snapshot/reduce update model provides a robust
and accelerator-friendly baseline with predictable performance, while remaining competi-
tive in pruning effectiveness when combined with appropriate budgets. Fualsifiers: exces-
sive iteration counts compared to opportunistic scheduling; poor contraction leading to
increased splitting; dominant overhead from reduction steps. Hooks: contraction ratio per
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iteration; iterations-to-stagnation; fraction of boxes requiring split under fixed budgets;
sensitivity to contractor granularity.

H3: Batched frontier management reduces per-box overhead in search. Hypoth-
ests: Representing the frontier as batched tensors and processing boxes in bulk reduces
per-box overhead for classification and splitting, and enables stable dispatch patterns that
benefit compiled execution. Falsifiers: compaction/re-bucketing overhead outweighs sav-
ings; frontier dynamics force too many small batches; memory traffic from frontier mainte-
nance dominates. Hooks: time spent in frontier maintenance vs propagation; compaction
frequency and cost; distribution of batch fill ratios.

H4: Derivative-heavy contractors become practical when expressed as reusable
compiled graphs. Hypothesis: AutoDiff-generated derivative graphs can be reused and
compiled similarly to primal graphs, making derivative-heavy narrowing steps (e.g., Newton-
style contractors) practical in a batched setting. Falsifiers: derivative graphs too large or
unsupported for compilation; numerical instability leading to frequent fallbacks; derivative
enclosures too wide to provide meaningful contraction. Hooks: derivative graph compile
time and cache reuse; success rate of Newton steps (progress vs fallback); cost-benefit
analysis (contraction gained per unit time).

Experimental design notes (minimal). The hooks above suggest a staged evaluation
strategy: (i) microbenchmarks of batched contractor kernels under stable shapes, (ii) stress
tests for shape churn and divergence, and (iii) end-to-end search experiments at increasing
frontier sizes. Even partial implementations can yield informative evidence by measuring
the hook metrics (utilization, compilation reuse, contraction per cost) without requiring a
full production solver.

7.10 Summary

This chapter proposed a concrete architecture for extending the validated LO-L1 foundation
to Levels 2-3. The central design choice is to represent frontier processing as batched tensor
computation, enabling a clear control-plane/data-plane split and making the numerically
dominant parts of propagation and derivative-driven narrowing amenable to compilation
and acceleration. At the same time, the proposal makes its limitations explicit: L2/L3
are inherently irregular, and performance depends on shape stability, divergence manage-
ment, and amortization of orchestration overhead. To ensure scientific rigor without full
implementation, we stated the key hypotheses as falsifiable claims and identified evaluation
hooks that can guide future validation.

111






CHAPTER 8

Conclusions

This chapter concludes the dissertation by restating the core problem and the main thesis
claim, and by consolidating the key results through the lens of the proposed Layered
Abstraction Model (LAM). It revisits what was demonstrated at the validated layers (sound
interval arithmetic and compiled interval expression evaluation on ML infrastructure) and
summarizes how these results motivate the proposed solver architecture for the higher
layers (propagation and search). The chapter then closes the evaluation loop by answering
the dissertation’s evaluation questions, reiterates the contributions delivered, and discusses
implications for verified numerics and solver engineering. Finally, it summarizes limitations
and threats to validity and outlines a concrete roadmap for future work toward end-to-end
solver validation and broader portability across backends.

8.1 Problem Recap and Main Thesis Claim

Verified numerical methods based on interval arithmetic provide a rare but essential capa-
bility: they can deliver mathematically sound enclosures and thereby support certification-
style claims over continuous spaces of inputs and parameters. In practice, however, this
rigor has historically come with a substantial performance and engineering burden. As a
result, interval techniques are often confined to specialized solvers and CPU-centric im-
plementations, while large-scale engineering workflows increasingly rely on simulation and
high-throughput numerical pipelines that prioritize performance and portability over guar-
antees.

This dissertation addresses the resulting tension between soundness and scalability.
Its central claim is that modern machine-learning infrastructure—graph-based execution,
compiler optimization (notably XLA-style compilation), and heterogeneous backends— can
substantially mitigate the traditional overheads of interval computation. By casting veri-
fied interval primitives and interval expression workloads into a form that is amenable to
compilation, batching, and reuse, interval evaluation can become competitive at scale, and
can serve as a practical numerical substrate for higher-level interval-CSP solving. The work
therefore argues for a shift in perspective: rather than treating verified numerics as inher-
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ently “slow but correct,” we can design them to be compiler-friendly and backend-portable,
so that correctness guarantees become compatible with modern performance expectations.

8.2 Summary of Results Across the LAM Levels

8.2.1 Level 0: Sound Interval Arithmetic on ML Infrastructure

o Correctness envelope. We establish a practical soundness envelope for floating-

point interval computation on TensorFlow backends by implementing IEEE-1788-
style outward rounding via emulation on top of round-to-nearest primitives. The
core guarantee is the enclosure property: every computed interval soundly contains
the exact real result under the modeled rounding behavior.

Key engineering choices. The decisive design choices are (i) where outward round-
ing is applied (at primitive operation boundaries) and (ii) how intervals are repre-
sented in the data model. Across the studied workloads, the functional two-tensor
SoA encoding is the most robust default: it is compiler-friendly, easy to trace, and
portable across devices supported by the framework.

Take-away. Sound interval arithmetic can be realized within an ML framework
without sacrificing compatibility with graph execution and compilation. This makes
verified numerics feasible as a reusable building block and enables downstream porta-
bility to multiple backends supported by the ML compiler stack.

8.2.2 Level 1: Compiled Evaluation of Interval Expressions
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o Compilation boundaries dominate throughput. For repeated evaluation of

large interval expressions, performance is primarily determined by whether the work-
load crosses a compilation boundary: graph tracing, optimization, and (optionally)
XLA compilation remove interpretation overheads and enable global optimizations
that do not exist in eager evaluation.

Stabilized shapes and caching in practice. Achieving high throughput requires
shaping the workload so that compiled artifacts are reused across many evaluations:
stable tensor shapes, repeated invocation of the same graphs, and batching strategies
that amortize fixed dispatch costs.

Take-away. Graph execution and compilation are the decisive enablers for scaling
interval expression workloads. Once dispatch overheads are amortized, execution be-
comes stable and competitive even for very large graphs, which is the regime relevant
to solver-style repeated evaluation over many boxes.



8.3. Answers to the Evaluation Questions

8.2.3 Levels 2-3: From Validated Kernels to a Solver Architecture

o Control-plane vs. data-plane split. Building on validated LO-L1 kernels, we
propose a solver-oriented system architecture that separates irregular orchestration
(frontier management, scheduling, termination) from high-throughput numerical ex-
ecution (batched propagation and evaluation kernels).

o Batching and divergence management. The design maps propagation and
branch-and-prune search to a batched execution model with explicit update modes
(e.g., deterministic vs. throughput-oriented), and introduces divergence-aware buck-
eting so that compiled kernels see stable shapes and homogeneous work.

o Soundness guardrails. The architecture preserves correctness by construction
via intersection-only domain updates and by inheriting the L0 correctness envelope
for all numerical steps; additional guardrails constrain batching and scheduling to
semantics-preserving transformations.

o Status and falsifiability. This part is a concrete architecture proposal rather than a
fully validated end-to-end solver. It is formulated with explicit, falsifiable hypotheses
and evaluation hooks so that future prototypes can confirm (or refute) the claimed
scaling behavior and the trade-offs introduced by batching and orchestration.

8.3 Answers to the Evaluation Questions

We can now revisit the evaluation questions posed in Chapter 6 and summarize the answers
supported by the implementation and experimental evidence.

(Q1) How can IEEE-1788-style outward rounding be realized efficiently in TensorFlow?

We show that sound outward rounding can be implemented on top of TensorFlow’s
standard round-to-nearest floating-point kernels using a practical emulation strat-
egy. This preserves the interval enclosure property while remaining compatible with
graph-based execution, which is essential for making the approach scalable in the
studied workloads.

(Q2) What are the engineering and performance trade-offs between interval encodings (na-
tive SoA wvs. composite types vs. custom kernels)?

In the evaluated expression-graph workloads, the functional native two-tensor (SoA)
representation provides the best default trade-off: it is compiler-friendly, portable,
and achieves the highest throughput among the TensorFlow variants. Custom C++
ops remain competitive, typically within ~3-25% overhead at large sizes, but come
with higher development and integration costs. In contrast, the ExtensionType-based
composite design introduces substantial overhead (about ~7.8-12.9x slowdown at
10k-50k operations), which limits its practicality when performance is the priority.
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(Q3) How much does graph execution and XLA compilation matter for interval expression

workloads?

Compilation and reuse of traced computation graphs (and, where applicable, XLA-
level optimization) are decisive for scaling interval expression evaluation beyond small
expressions: fixed dispatch overheads are amortized, and runtime remains stable
across large graphs compared to eager-style interpretation. Empirically, TensorFlow
graph execution outperforms the eager IBEX baseline by roughly two to three or-
ders of magnitude at 10k—50k operations (e.g., 143x to 789x in the reported ratios),
supporting the conclusion that global optimization and compilation dominate per-
formance at scale.

(Q4) How does TensorFlow compare to a classical interval backend (IBEX) in eager vs.

compiled/lazy modes?

The results exhibit a crossover: for tiny graphs, eager IBEX can be faster due to
TensorFlow’s fixed graph-dispatch overhead, but from moderate sizes onward Ten-
sorFlow graph execution becomes superior, and at large sizes it exceeds eager IBEX
by nearly three orders of magnitude (consistent with the ratios above). IBEX’s
lazy /compiled mode remains the fastest pure CPU reference for repeated expression
evaluation, and in the reported CPU-only experiments it is about ~17-22x faster
than TF native at 10k—50k operations. At the same time, TensorFlow approaches
this regime more closely than eager-mode libraries, while providing a heterogeneous
execution framework that can target additional backends beyond CPU (not exercised
in these measurements).

8.4 Contributions Revisited

This dissertation delivered the following contributions:
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o The Layered Abstraction Model (LAM) as a method-level scaffold. We

developed LAM as a four-level decomposition (L0O-L3) of interval-CSP solving with
explicit interface contracts and invariants. This scaffold makes correctness bound-
aries and performance responsibilities attributable to individual layers and enables
modular reasoning about soundness and acceleration across the solver stack.

o A LAM-guided acceleration design space driven by dominant patterns and

constraints. Using LAM as an analysis lens, we identified the dominant computa-
tional patterns that repeatedly shape interval-CSP performance (regular numeric
kernels vs. control-driven loops, compilation reuse vs. shape churn, data movement
costs, and divergence caused by branching and exceptional-case handling). This anal-
ysis yields a principled basis for where batching, fusion, and compilation are likely
to pay off, and where irregular control remains the limiting factor.



8.5. Implications for Verified Numerics and Solver Engineering

o Verified interval arithmetic on TensorFlow (L0) across multiple engineer-
ing strategies. We realized IEEE-1788-style outward rounding on ML infrastructure
and implemented interval primitives using three strategies: (i) a native two-tensor
encoding, (ii) a composite/object-oriented encoding, and (iii) custom kernels. The
resulting implementations make the soundness—performance—engineering trade-offs
explicit and provide a validated numerical foundation for higher solver layers.

o Compiled interval expression evaluation and a reproducible benchmark-
ing methodology (L1). We mapped solver-style interval expression workloads to
TensorFlow computation graphs and introduced a benchmark generator based on
pseudo-random computational graphs that reflect repeated evaluation. We empir-
ically quantified the impact of graph execution and compilation (including XLA)
on throughput and stability, and contextualized the results using classical baselines
(eager vs. compiled/lazy evaluation).

o A concrete, testable architecture proposal for ML-backed propagation and
search (L2-L3). Building on the validated LO-L1 foundation, we proposed a sys-
tem design that maps contractor-based propagation and branch-and-prune search to
a batched, compiler-friendly execution model. The proposal includes a batched fron-
tier data model, a control-plane/data-plane split, explicit propagation update modes
(deterministic vs. throughput-oriented), divergence-aware bucketing, and guardrails
for shape stability and soundness (intersection-only updates under the inherited LO
enclosure envelope). This contribution is intentionally design-oriented: it formulates
falsifiable hypotheses and evaluation hooks, while leaving full end-to-end validation
as future work.

o A portability-oriented roadmap via StableHLO and multi-backend exe-
cution. We outlined how verified interval computations can be represented and
exported at the IR level (StableHLO) and executed across different compilation and
runtime backends (e.g., XLA and IREE). This is presented as a roadmap and design
direction; end-to-end multi-backend validation is left to future work.

8.5 Implications for Verified Numerics and Solver Engi-
neering

o Verified numerics can be treated as a compiler-optimized workload, not
only as a specialty library. The results at LO-L1 suggest that the historical
performance penalty of interval arithmetic is not a fixed constant; it depends strongly
on whether interval computation is expressed in a form that a modern compiler stack
can optimize and execute efficiently (graph reuse, fusion opportunities, and JIT-level
optimizations).
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A practical design rule emerges: maximize the fraction of work that lives
in a compiled, shape-stable data plane. To exploit ML infrastructure beyond
microbenchmarks, solver engineering must explicitly separate irregular orchestration
from numerically dominant kernels. This motivates a control-plane/data-plane split
where frontier management, scheduling, and termination remain flexible on the host,
while propagation and evaluation are dispatched as compiled batched kernels.

Shape stability and amortization become first-class solver concerns. ML
compilation requires stable input signatures and benefits from reuse; therefore, solver
data structures and execution policies should be designed to reduce shape churn (e.g.,
masked /padded batches, amortized compaction, and a bounded set of canonical batch
sizes). In this view, compilation caching and dispatch amortization are not incidental
engineering details but central performance determinants.

Divergence management is the key systems challenge in mapping branch-
and-prune to accelerators. Batching exposes parallelism but also amplifies load
imbalance: boxes differ in “difficulty” and contraction progress. This shifts atten-
tion to divergence-aware batching (bucketing by difficulty proxies), explicit propa-
gation modes (deterministic baselines vs. throughput-oriented variants), and policy-
controlled re-batching strategies.

Soundness guardrails can coexist with aggressive systems optimizations.
The proposed execution model indicates that many performance-oriented transfor-
mations (batching, kernel reuse, bucketing) can remain correctness-preserving when
coupled with conservative update rules (intersection-only updates) and with a clear
inheritance of the L0 enclosure envelope. This provides a disciplined way to optimize
solver throughput without weakening the formal guarantees.

Portability becomes a realistic medium-term objective, but it is an engi-
neering program, not a one-shot claim. Once interval kernels are expressed in a
graph /IR-friendly form, portability across backends becomes primarily a question of
maintaining a stable set of supported primitives and preserving compilation-friendly
execution patterns. This reframes portability as an incremental roadmap (interfaces,
IR representation, backend validation) rather than an all-or-nothing rewrite.

8.6 Limitations, Scope, and Threats to Validity
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Soundness envelope and operator coverage. The dissertation targets a prag-
matic IEFEE-1788-style enclosure guarantee based on outward rounding emulation,
with a clearly stated core operation set motivated by interval-CSP workloads. This
leaves two important limits: (i) the implemented L0 does not aim to provide the
full breadth of the IEEE 1788 API (e.g., decorations and richer exception report-
ing are intentionally postponed), and (ii) for functions whose underlying kernels are
not required to be correctly rounded (notably many transcendental functions), a
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nextafter-style widening acts as a conservative safety margin but does not consti-
tute a universal formal guarantee without additional assumptions or validation of
the specific kernel behavior.

Corner-case policies and representational simplifications. To remain usable
as a pruning backend, L0 adopts conservative policies for corner cases such as over-
flow /underflow, signed zeros, NaN propagation, and division by intervals containing
zero. These policies preserve soundness for CSP-style pruning, but they also con-
strain expressiveness (e.g., single connected intervals rather than unions) and may
be stricter than what some applications would prefer.

Dependence on floating-point and kernel semantics. The correctness argu-
ment assumes standard IEEE 754 behavior and the expected semantics of the under-
lying TensorFlow kernels used inside the outward-rounded primitives. While this is a
reasonable engineering basis, subtle differences across devices, compiler versions, or
math library implementations can affect corner cases and should be treated as part
of the verification surface in future, broader deployments.

Benchmark scope and representativeness. The performance study is built
around a reproducible generator of pseudo-random interval expression graphs in-
tended to reflect repeated evaluation workloads found in narrowing algorithms. While
this isolates and stresses the dominant expression-evaluation regime, it does not cap-
ture full end-to-end solver behavior: propagation scheduling, queue management,
search branching, and dynamic control flow can introduce different bottlenecks (ir-
regularity, divergence, and memory effects) than those observed in expression-only
graphs.

Compilation- and cache-sensitivity of the reported performance. A central
empirical conclusion is that graph execution and compilation dominate throughput
for large graphs, but this benefit is sensitive to compilation boundaries and to the
ability to reuse traced/compiled programs. Workloads with frequent shape changes,
dynamic control flow, or operator patterns that block compilation may exhibit weaker
scaling, higher variance, or different crossover points than the steady-state regimes
emphasized in the evaluation.

Hardware and backend scope of the measurements. The reported experi-
ments are CPU-only and therefore quantify performance under a restricted execution
setting. Consequently, the results should not be interpreted as evidence of achieved
accelerator speedups; rather, they establish that (i) verified interval computation can
be competitive on a modern compiler stack even on CPU, and (ii) ML infrastructure
provides a credible path to heterogeneous execution that remains to be exercised
experimentally.

Baseline comparability and measurement artifacts. Comparisons against clas-
sical interval backends depend on execution mode (eager vs. compiled/lazy) and on
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how warm-up and compilation costs are amortized. Although the study separates
these regimes conceptually and reports clear scaling trends, absolute ratios can shift
with different caching behavior, compilation flags, library versions, or hardware, and
thus should be read as representative of the stated configuration rather than as uni-
versal constants.

Scope note for Levels 2—3. The dissertation provides a concrete architecture
proposal for L2-L3, including interfaces, execution boundaries, and guardrails, but
it does not claim a fully validated end-to-end solver at these levels. Accordingly,
any performance or scalability expectations for L2-1.3 should be treated as falsifiable
hypotheses that require implementation and evaluation in future work.

8.7 Future Work Roadmap

The results of this dissertation establish a validated numerical foundation (L0) and a
scalable execution model for interval expression workloads (L1), and they outline a concrete
architectural direction for higher solver layers (L2-L3). The next steps therefore focus
on (i) end-to-end validation of the proposed solver architecture, (ii) strengthening the
propagation toolbox with higher-intensity contractors, (iii) exercising heterogeneous and
distributed execution, and (iv) making portability an operational property through IR-level
pipelines and reproducible evaluation.

8.7.1 End-to-End Validation of Levels 2-3
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o Minimal L2-L3 prototype aligned with the proposed boundaries. Imple-

ment a small but complete solver skeleton with an explicit control-plane/data-plane
split: frontier management, scheduling, and termination on the host; batched prop-
agation and evaluation in compiled kernels.

Deterministic baseline mode and throughput mode. Provide two execution
modes: (i) a deterministic, step-by-step baseline suitable for debugging and regression
testing, and (ii) a throughput-oriented mode that enables batching, bucketing, and
opportunistic reordering under explicit guardrails.

Soundness invariants as executable checks. Make correctness conditions testable
at runtime (and in unit tests): intersection-only domain updates, monotonicity of nar-
rowing (no spurious expansion), and consistency of the L0 enclosure envelope across
all arithmetic operations.

Representative ICSP benchmark suite and end-to-end metrics. Evaluate
on a curated set of interval-CSP instances (with diverse structure and difficulty)
and report solver-level metrics: pruning progress vs. time, number of contractor
calls, number of evaluations, batch utilization, compilation reuse, and total time-to-
certificate (or time-to-refutation).
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o Operational instrumentation for performance diagnosis. Integrate telemetry
that exposes the true bottlenecks (compilation time, cache hits/misses, host overhead,
device occupancy, divergence/load imbalance), enabling systematic iteration rather
than ad-hoc tuning.

8.7.2 Stronger Contractors and AD/Taylor-Based Building Blocks

o Automatic differentiation where it materially improves contraction. In-
tegrate AD-driven primitives (Jacobian-vector products, gradients, and sensitivity
information) for contractors that benefit from derivative data, and quantify the over-
head relative to the achieved pruning improvement.

o Derivative-heavy contractors as high-intensity kernels. Prototype contrac-
tors such as interval Newton / Krawczyk / Hansen—Sengupta-style steps as batched
kernels, where arithmetic intensity is high and compilation/fusion can plausibly dom-
inate overheads.

o Taylor-based and higher-order approaches under a clear cost model. Eval-
uate Taylor-model-inspired or higher-order bounding techniques as optional building
blocks, with explicit acceptance criteria: they must either (i) significantly reduce the
number of propagation rounds, or (ii) enable pruning that is otherwise unattainable.

o Targeted fusion and custom kernels when justified. Where contractors expose
stable, repeated compute patterns, explore fused kernels/custom ops as an optimiza-
tion layer—only when the correctness boundary remains explicit and the payoff is
demonstrable on solver-level workloads.

8.7.3 Accelerators and Distributed Execution

o GPU/TPU experiments focused on the “batching wins” regime. Identify
workloads where (i) batch sizes are sufficiently large, (ii) shapes are stable, and
(iii) arithmetic dominates. Quantify the crossover point where accelerator execution
amortizes dispatch and compilation costs.

o Divergence-aware scheduling under heterogeneous execution. Study how
load imbalance interacts with accelerators and propose policies for bucketing and re-
batching that preserve soundness while improving utilization (e.g., difficulty proxies
derived from contraction rates or iteration counts).

o Multi-worker orchestration and compilation reuse. Prototype multi-worker
execution where the control plane distributes batched work items and compiled ar-
tifacts are reused across workers. Measure the overhead of compilation distribution
and the benefits of shared caching strategies.
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o A predictive cost model for compile vs. execute. Develop a simple cost model

that guides batch sizing and bucketing decisions, using measured compilation time,
cache-hit probability, and per-batch execution time as inputs. Validate the model by
predicting throughput under different policies.

8.7.4 Portability via StableHLO and Alternative Backends

o StableHLO-level representation of interval primitives. Define a minimal,

explicit IR-level set of interval operations and outward-rounding emulation patterns
that can be exported as StableHLO (or via well-scoped custom calls where necessary),
with a focus on long-term reproducibility.

Cross-backend evaluation on identical graphs. Execute the same interval
graphs across alternative compilation/runtime stacks (e.g., XLA vs. IREE-class stacks)
and evaluate throughput, compilation overhead, and numerical soundness behavior
under a unified test harness.

Reproducible pipelines and artifact capture. Package the build and bench-
marking workflow so that graphs, compiled artifacts, compiler flags, and runtime
versions are captured as experimental artifacts. This enables credible longitudinal
comparison as toolchains evolve.

Conformance tests as portability contracts. Establish an automated confor-
mance suite that checks enclosure properties, corner-case policies, and regression
stability across devices and backends, turning portability into a continuously tested
property rather than an aspiration.

8.7.5 Applications and Broader Impact
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o Simulation-based verification as a primary driver. Integrate the interval evalu-

ation backend into satisfiability-style reasoning over simulations and evaluate whether
the proposed batching/compilation approach reduces the cost of “search over simu-
lator executions” while preserving certification value.

Validated global optimization and parameter synthesis. Explore validated
optimization pipelines (branch-and-bound, robust feasibility) where interval contrac-
tors provide certificates, and evaluate end-to-end performance against established
solver baselines.

Robust estimation and uncertainty quantification. Apply the approach to
robust estimation tasks where uncertainty is naturally interval-valued, and mea-
sure whether the ML-backed execution model improves scalability without sacrificing
guaranteed bounds.



8.8. Closing Remarks

o Broader solver engineering lessons. Distill reusable design principles for map-
ping irregular, correctness-critical algorithms onto compiler-centric infrastructures,
with emphasis on interfaces, invariants, and the separation of orchestration from
high-throughput kernels.

8.8 Closing Remarks

The overarching goal of this dissertation was to make mathematically sound interval meth-
ods practical at scale. The work showed that, when interval computation is formulated
as a graph workload and executed on modern ML compiler stacks, soundness and high
throughput need not be mutually exclusive: validated interval primitives (L0) and compiled
interval expression evaluation (L1) can reach a regime where performance is dominated by
steady-state execution rather than interpretation overhead. Building on this foundation,
the dissertation proposed a concrete architecture direction for the higher solver layers
(L2-L3), centered on a control-plane/data-plane split, batching, and explicit soundness
guardrails. Although end-to-end validation of the full solver stack is left to future work,
the presented decomposition, implementations, measurements, and falsifiable hypotheses
provide a structured path for turning verified numerics into a portable, high-performance
substrate for interval-CSP solving on heterogeneous backends.
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